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Strategists periodically rediscover a seductive idea: take the speed, range, and survivability of
strategic ballistic missiles and replace nuclear warheads with inert kinetic payloads. In principle,
a multiple reentry vehicle (MIRV/MRV) bus could disperse dense penetrators onto hardened
targets, achieving “explosive-free” destruction while sidestepping the political and moral
threshold of nuclear use. Recent discussion around Russia’s Oreshnik—reported as nuclear-
capable yet used in Ukraine in ways interpreted as coercive signaling—has revived the question:
why doesn’t the United States do the same, perhaps even using Trident as a launch vehicle, and
simply announce the strike in advance? This paper argues that the central obstacle is not
primarily physics or materials, but strategic stability. Any ICBM or SLBM launch is read through
nuclear early-warning logic: ambiguous launch signatures compress decision time, amplify
worst-case reasoning, and turn conventional strikes into inadvertent nuclear brinkmanship.
Even if the target is a regional adversary, the act of launching a strategic system implicates great-
power deterrence, arms-control accounting, and command-and-control pathways built for
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existential war. The result is a paradox: the more “conventional” the payload, the more nuclear

the politics of the launch can become.
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1. Introduction: The Return of the “Kinetic Strategic Missile” Idea

The idea arrives with a familiar seduction: if a strategic missile can throw a nuclear warhead
across continents in minutes, why not replace that warhead with something inert, dense, and
brutally fast? In the popular imagination this becomes “rods from God,” tungsten spears falling
from the sky with the violence of a small meteor. In more professional language it becomes a
conventional prompt strike concept riding on the physics of ballistic delivery. The promise is
elegant: immense speed, minimal warning, high penetration, and a kind of moral or political
cleanliness because there is no “explosion,” no nuclear fallout, and no overt crossing of the
nuclear threshold.

Yet the return of this idea is not driven only by physics. It resurfaces because it sits at the
intersection of three persistent pressures: the desire to hold hardened targets at risk without
nuclear use; the accelerating tempo of war and decision cycles; and the recurring belief that
technological cleverness can bypass the deepest political constraints of the nuclear age. The
core claim of this paper is that the constraint is not mainly whether the payload explodes. The
constraint is that strategic launch itself is a nuclear-coded act inside global early-warning and
deterrence systems. A conventional payload can still carry a nuclear shadow, because the launch
vehicle, the trajectory, the timing, and the ambiguity of intent belong to nuclear politics even
when the warhead does not.

This introduction sets the stage by explaining why kinetic concepts repeatedly reappear, why
Oreshnik has recently reactivated public debate, and why the central thesis is not intuitive but
decisive: conventionality of payload does not imply conventionality of strategy.

1.1 Why “rods” and inert penetrators keep reappearing

The persistence of the “rod” idea is partly psychological. It offers a rare sensation in strategic
thought: the feeling of having found a loophole. Nuclear weapons are constrained by taboo,
escalation risk, and moral revulsion. Conventional weapons are constrained by time, defenses,
and target hardness. Kinetic penetrators promise to evade both constraint sets at once: nuclear-
like speed and penetration without nuclear stigma, and conventional legitimacy without
conventional sluggishness. That is a powerful narrative even before it becomes a program.

The idea also keeps returning because it is easy to describe and hard to falsify in casual
discourse. A simple mental model says: kinetic energy equals one-half mass times velocity
squared; therefore, if velocity is high enough, impact is devastating. From that formula alone,
the imagination leaps to city-block destruction. But weapon effectiveness is not only about
energy, and war is not only about physics. Real effects depend on aimpoint error, impact angle,
fuzing or the lack of it, target construction, coupling into the target, and the tactical
requirement. Many militarily relevant targets are not best serviced by a needle; they are best
serviced by blast, fragments, overpressure, and wide-area effects. A penetrator can be



terrifyingly effective in a narrow lane and disappointingly irrelevant outside it. The “rod” persists
because people mentally substitute “very violent impact” for “universal military usefulness.”

A second reason is institutional and technological convergence. Several trends make the
concept feel newly plausible every few years:

First, guidance and navigation keep improving. When accuracy improves, kinetic concepts
become more attractive because they lack the forgiving radius of blast. A conventional high-
explosive warhead can tolerate some error; a pure penetrator often cannot. Each generation of
guidance invites the argument that the remaining gap is now bridgeable.

Second, materials and manufacturing advance. Hypersonic reentry environments impose brutal
thermal and structural loads. Each advance in materials, coatings, sensors, and compact
electronics revives confidence that one can build a robust inert reentry body at scale.

Third, the cultural halo of commercial space and rapid iteration leaks into defense thinking. If
rockets can land themselves and launch weekly, why not iterate strike systems with the same
tempo? The “rod” is not only a weapon concept; it is also a concept of engineering velocity, a
promise that bureaucracy can be outrun by manufacturing.

Fourth, the geopolitical environment keeps creating a demand signal. When a state fears
hardened facilities, deeply buried command nodes, or time-sensitive launchers, the appetite for
fast, penetrating, high-confidence strike grows. The rod idea is one of the few that seems to
offer all three.

Finally, there is a moral and rhetorical convenience. Kinetic weapons can be framed as “clean”
because they avoid chemical explosives, fragmentation, incendiaries, or nuclear effects. This
framing can be sincere, but it can also be a way of laundering escalation risk through language.
The weapon sounds less horrifying, so it feels more usable. Yet usability is not only a function of
how gruesome a weapon looks; it is also a function of how other nuclear-armed states interpret
the act of launching it.

That last point is the hinge. The rod idea keeps returning because it is usually discussed as a
payload problem. The world often behaves as if the payload defines the category. In nuclear
deterrence, the delivery system and launch signature often define the category.

1.2 Oreshnik as a contemporary trigger for the debate

Oreshnik has functioned less like a new technical chapter and more like a loud reminder of an
old strategic problem: the use of nuclear-capable delivery systems for non-nuclear ends.
Reported uses in Ukraine, in a context where the world has been sensitized to nuclear signaling,
have pushed a specific question back into view. If a state can employ a nuclear-capable
intermediate-range ballistic missile with multiple reentry vehicles in a regional war, apparently



without crossing into nuclear detonation, then perhaps the old “conventional strategic missile”
ideas are not merely theoretical. Perhaps they are becoming doctrine.

What matters here is not only whether particular strikes were destructive or symbolically
theatrical. What matters is that Oreshnik appears to have been used in a way that foregrounds
signaling. A ballistic missile launch communicates at several layers at once: capability,
willingness, and risk posture. It is also interpreted through the lens of history. Strategic missiles
are not culturally neutral objects. They are artifacts of a world built around mutually assured
catastrophe. When they appear in a conventional theater, they carry that architecture with
them.

This is why Oreshnik triggers debate even among people who disagree about its technical
novelty. For some, it is “just” another missile in a long family line. For others, it is a
demonstration that a nuclear-capable platform can be operationally normalized in a non-
nuclear war, turning what used to be a crisis-only instrument into a recurring tool of coercion. In
either case, it highlights the same unsettled tension: conventional and nuclear realms are
entangled in ways that do not respect our labeling.

Oreshnik also exposes how information scarcity and narrative competition shape strategic
perceptions. In the absence of transparent technical detail, audiences fill the gap with inference,
comparison, and myth. One camp speaks as if it is a revolutionary “wunderwaffe.” Another
camp dismisses it as propaganda. But in deterrence politics, the objective performance can be
less important than the credible possibility space it creates in the minds of adversaries and
allies. If a system is understood as nuclear-capable, and if it is launched in a context that could
plausibly have been nuclear, then the act of launch itself becomes a form of psychological
pressure regardless of the actual payload.

That is the precise connection to the kinetic MRV question. If Oreshnik can be launched with a
non-nuclear payload, then in principle a comparable system could be launched with purely inert
penetrators. But the strategic consequence would not be “conventionalized.” It would be
reinterpreted through the nuclear frame because the platform sits inside a nuclear grammar.
Oreshnik is therefore not simply a Russian data point. It is a mirror held up to the enduring
problem of warhead ambiguity, early-warning logic, and escalation ladders that do not care
what you intended to do.

1.3 The thesis: payload conventionality does not imply strategic conventionality

The central thesis can be stated plainly: even if a missile carries a conventional or inert payload,
launching a strategic ballistic missile is not a conventional act. Conventionality is not a property
of the warhead alone. It is a property of the entire interaction between weapon, warning
systems, decision timelines, and the psychology of nuclear-armed states.



To see why, start with the asymmetry between detection and interpretation. A strategic missile
launch is detected quickly. It is not interpreted quickly in a way that is safe enough to bet
national survival on. The most dangerous interval is the one in which a launch is known, but its
nature is not. In that interval, the receiving state does not possess the luxury of assuming the
best. It must entertain the worst, because the worst case is existential. This is the logic that
makes even a single ambiguous launch destabilizing.

This is why the intuitive counterargument fails. People say: if the United States launched a
kinetic MRV at Iran, Russia and China would know it is not aimed at them. But “not aimed at
them” is not instantly verifiable in the time window that matters most. Trajectories can be
ambiguous early. There can be multiple launches. There can be mixed payloads. There can be
errors. There can be deception. And even if the receiving state eventually concludes the strike is
not aimed at it, the decision point may arrive before certainty does. In nuclear strategy, the
relevant question is not “what is true?” but “what can be known soon enough to act safely?”

The thesis also addresses a category confusion that repeatedly infects public debate: the belief
that a weapon’s moral status is defined by its internal mechanism. An inert penetrator sounds
less terrifying than a nuclear warhead, so it is assumed to be safer. But safety in deterrence is
not only about blast radius or casualty projection. It is also about escalation dynamics. A
weapon that causes fewer direct casualties could still be more dangerous if it increases the
probability of nuclear miscalculation.

A second layer of the thesis concerns institutional entanglement. Strategic delivery systems live
inside strategic command-and-control pathways, operational security practices, and force-
structure logic designed for nuclear war. When a state attempts to repurpose those systems for
conventional use, it either drags nuclear pathways into conventional conflict or dilutes nuclear
safeguards to enable conventional tempo. Both directions create risk. The weapon is not merely
a projectile; it is embedded in a governance and authorization architecture that the world
understands as nuclear.

A third layer concerns arms control and strategic accounting. Even if a treaty does not explicitly
forbid conventional payloads on strategic missiles, the presence of those payloads complicates
transparency and verification. It creates incentives for the other side to assume worst-case
uploads. It blurs counting rules and complicates reciprocal restraint. In deterrence relationships,
ambiguity is not a neutral fog. It is a force multiplier for mistrust.

Finally, the thesis insists on a practical conclusion: the “kinetic strategic missile” idea is not
rejected because it is physically impossible. It is rejected because it is politically and strategically
costly. In the nuclear age, some technologies are constrained by the fact that they are too easily
misread as the opening move of a terminal war. Even a perfectly inert payload can be a



dangerous instrument if the act of launching it resembles a nuclear strike closely enough to
trigger nuclear decision procedures.

This paper will therefore treat kinetic MRV proposals not as science fiction but as an instructive
boundary case. They reveal where technical imagination meets the hard wall of deterrence
politics. They also reveal why modern states have been drawn to alternative approaches for fast
conventional strike: approaches that may be less elegant in physics but less catastrophic in
signaling. The challenge is not to make impact energy higher. The challenge is to make
conventional speed compatible with a world that is still organized around nuclear
interpretation.

In the sections that follow, we move from the recurring allure of the rod concept to the deeper
structure that keeps defeating it: early-warning ambiguity, crisis-time decision pressure, arms-

I”

control entanglement, and the moral hazard of treating “conventional” as a property you can

bolt onto a strategic launcher.

2. Terms and Concepts: What People Mean by Kinetic MRVs

Debates about “kinetic MRVs” often collapse several distinct ideas into one headline. People say
“MRV” when they mean “MIRV.” They say “kinetic” when they mean “non-nuclear,” and they
say “prompt strike” when they really mean “strategic effect at conventional payload.” The result
is a fog of near-synonyms that hides the real engineering tradeoffs and, more importantly, the
real strategic risks.

This section clarifies the vocabulary in a way that supports the paper’s core claim: the payload
choice is only one part of the weapon’s meaning. We begin by distinguishing MRV from MIRYV,
then map the main families of “kinetic” payload packaging that are commonly implied, and
finally separate “prompt” from “strategic” as categories of time and politics rather than mere
range.

2.1 MRV vs MIRV and why the distinction matters

The easiest way to understand the difference is to ask a simple question: are the multiple
reentry vehicles independently aimed at distinct targets, or do they fall as a cluster onto one
general target area?

MRV (Multiple Reentry Vehicle) refers to a missile that releases more than one reentry vehicle,
but the vehicles are not independently targeted in the way most people imagine when they
hear “MIRV.” In many MRV concepts, the payloads are released along a ballistic path such that
they impact within a footprint shaped by the bus dynamics, release timing, and atmospheric
dispersion. In practical terms, MRV is often “multiple warheads, same general aim area,” a way



to increase probability of damage against a single broad target set, to saturate defenses, or to
increase lethality against an area target.

MIRV (Multiple Independently targetable Reentry Vehicle) is a more demanding capability: the
post-boost vehicle (the “bus”) adjusts its orientation and velocity between releases so that each
reentry vehicle is placed on a different ballistic trajectory, enabling distinct aimpoints separated
by hundreds of kilometers. MIRV is not merely “more than one.” It is “more than one, each with
its own target solution.”

Why does this distinction matter for kinetic concepts?

First, kinetic payloads are typically less forgiving than high explosive. If you need a penetrator to
hit a particular structure, shaft, aperture, or hardened point, you do not want “somewhere in
the target complex.” You want a specific aimpoint. That pushes the concept toward MIRV-like
precision, not MRV-like dispersal. Many casual “kinetic MRV” proposals silently assume MIRV
capability because they assume pinpoint hits.

Second, MRV and MIRV differ in the kind of strategic meaning they carry. MIRV is historically
associated with counterforce nuclear strategy, first-strike fear, and the “use them or lose them”
pressures that destabilize deterrence. When audiences hear MIRV, they do not just hear
“efficient delivery.” They hear “a tool optimized for disarming strikes.” Even if the payload is
inert, MIRV architecture tends to be interpreted through that lens.

Third, the two architectures differ in how they interact with missile defenses. MRV can be used
as a crude saturator: multiple objects arrive around the same time and complicate defense
engagement. MIRV can do that too, but it also enables distributed attacks on radar nodes,
intercept batteries, command posts, and other defense architecture elements. If your payload is
kinetic, you may be tempted to use MIRV to “open the door” by collapsing defenses first. That is
exactly the kind of pattern that can look like nuclear prelude.

Fourth, they imply different technical burdens. MIRV requires more sophisticated bus control,
more elaborate targeting solutions, and greater confidence in release accuracy and navigation.
MRV can be comparatively simpler. Kinetic-only concepts usually need the more complex end of
the spectrum if the goal is anything more than terror or symbolic demonstration.

So when someone says “kinetic MRV,” the first diagnostic question is: do they mean an MRV
cluster effect, or do they actually mean a MIRV system delivering multiple independent
precision penetrators? The strategic stability implications are not the same, and the engineering
and test burdens are not remotely the same.



2.2 Kinetic payload families: inert RVs, penetrators, submunitions, decoys

“Kinetic” is used loosely. It can mean “no explosives at all,” or it can mean “primarily kinetic
impact with minimal explosive,” or it can mean “conventional but delivered at hypersonic
velocity.” To keep the conversation grounded, it helps to map the main payload families that
people are gesturing toward.

Inert reentry vehicles (purely inert bodies)

This is the strongest form of the claim: the reentry vehicles contain no energetic material
intended to detonate. They are dense bodies designed to survive reentry, maintain stability, and
impact at very high speed. The effect is created by impact energy, structural coupling, and
penetration mechanics. This is the “rod” archetype in its purest form.

In practice, even “inert” systems may still use small energetic components for separation,
attitude control, or terminal stabilization. But the intended destructive effect is impact alone.
The attraction is rhetorical cleanliness: no blast signature, no warhead chemistry, no explosive
chain of custody.

Penetrator reentry vehicles (dense darts optimized for hard targets)

This is a refinement of the inert RV concept: the geometry, materials, and mass distribution are
optimized for penetration of hardened surfaces. The vehicle may be long and slender, built to
maintain orientation and maximize sectional density, or it may be a compact shape optimized
for survivability and stable hypersonic flow. Penetrator RVs are typically imagined for hardened
bunkers, buried facilities, runways, and critical nodes.

This family is where accuracy requirements become severe. If you cannot guarantee near-
precise aimpoints, the penetrator’s value collapses quickly.

Submunitions and “kinetic clouds”

Here the concept shifts from “one spear” to “many fast objects.” The bus releases multiple
smaller kinetic elements, which spread into a footprint. Some may be designed as runway
cratering elements; others as fragmentation-like impactors; others as “rodlets.” This is closer to
MRYV logic: saturate an area, overwhelm defenses, increase probability of at least some hits.

Submunitions can also blur the “no explosives” claim if the submunitions include self-forging
penetrators, shaped charges, or other energetic mechanisms. But even without explosives, a
cloud of high-speed fragments can produce significant local damage.

Hybrid payloads (kinetic plus small explosive or reactive mechanisms)

Many proposals quietly drift here because pure kinetic is hard to guarantee. A small explosive
charge can ensure a minimum effect even if penetration is imperfect or impact conditions vary.
Hybrid designs can be more operationally reliable across diverse target sets. But once you admit
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explosive mechanisms, the rhetorical simplicity of “it’s just a rod” fades, and you return to
conventional warhead debates about collateral damage and escalation.

Decoys, countermeasures, and confusion packages

Any system that deploys multiple reentry objects can also deploy objects whose purpose is not
destruction but perception management: decoys, chaff-like devices, and radar/infrared
signatures that complicate interception. In nuclear contexts, penetration aids are routine. In
“conventional kinetic” contexts, the presence of decoys can be interpreted as escalatory
because it resembles nuclear penetration doctrine. It also increases the probability of
misinterpretation: if you launch a strategic missile and then deliberately complicate tracking,
you are acting like a force trying to preserve nuclear strike effectiveness.

The core point: when someone says “kinetic MRV,” they may mean anything from a single inert
RV to a sophisticated MIRV bus with penetrators, decoys, and penetration aids. Each variant
changes both the operational plausibility and the strategic meaning. The more the package
resembles nuclear RV doctrine (multiple objects, decoys, countermeasures), the more it will be
interpreted through a nuclear lens even if the payloads are inert.

2.3 “Prompt strike” versus “strategic strike” as political categories
Two phrases repeatedly get confused: prompt strike and strategic strike. They are not
synonyms, and treating them as synonyms produces bad analysis.

Prompt strike is primarily a time concept.

It means the ability to hit a target quickly, typically measured in minutes to an hour, rather than
days. “Prompt” is a response to the problem of time-sensitive targets: mobile launchers,
fleeting leadership nodes, rapidly dispersing assets, and emerging threats. Prompt is about
decision tempo, not necessarily about the scale of consequences.

A weapon can be prompt but not strategic. A theater-range missile can be prompt. A hypersonic
weapon can be prompt. A bomber might be fast in some contexts but not prompt in the strict
sense. Promptness is a feature of delivery and basing.

Strategic strike is primarily a political and interpretive concept.

A strike is strategic when it affects the adversary’s fundamental war capacity, regime survival,
national command authority, nuclear forces, or alliance credibility. Strategic is about the
meaning and consequences, not merely the range.

A strike can be strategic even if it is not prompt. Cyber operations can be strategic. Economic
warfare can be strategic. Conversely, a prompt strike can be tactically decisive without being
strategically transformative.

Now add the nuclear era, and the categories become even more political:
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A strike can be treated as strategic simply because it uses a strategic platform. An ICBM or SLBM
launch is often interpreted as strategic regardless of payload because it sits inside a nuclear-
coded signaling system. This is the paper’s central insistence: the platform carries political
meaning that does not dissolve when you swap the warhead.

This yields a useful four-cell map:

Prompt + tactical: fast attacks on battlefield nodes, air defenses, logistics, and time-sensitive
conventional targets within theater.

Prompt + strategic: fast attacks on national command nodes, nuclear forces, or leadership
targets that alter escalation dynamics.

Non-prompt + tactical: conventional operations that take time but affect battlefield outcomes.
Non-prompt + strategic: long-term campaigns and coercive strategies that reshape national
power or regime stability.

Where do kinetic MRV proposals sit? The advocates want them to be “prompt + tactical” or
“prompt + limited strategic” without nuclear escalation. The critics argue they are inherently
“prompt + strategic” because the delivery system and launch signature trigger nuclear
interpretation, which makes even a limited conventional mission strategically loaded.

The language matters because policy debates often get trapped in a category error: “It’s
conventional, so it’s not strategic.” In deterrence politics, that is not reliable. Conventional
payloads can be strategic. And strategic platforms can make conventional payloads strategically
dangerous.

So the vocabulary of this paper will avoid treating “prompt” as a moral permission slip or
treating “conventional” as a guarantee of strategic harmlessness. The promptness of a strike
changes the decision window. The strategic character of a strike changes the escalation ladder.
Kinetic MRV concepts intensify both variables at the same time, which is why they keep
returning as ideas and keep failing as stable doctrine.

In the next section we leave terminology and confront the physics and operational reality check:
what kinetic impact can achieve, what it cannot, and how accuracy and target type determine
whether “non-explosive” is brilliance or fantasy.

3. The Physics Reality Check: What Kinetic Impact Can and Cannot Replace

The idea of a kinetic warhead gains its emotional force from a simple equation: kinetic energy
grows with the square of velocity. If a reentry vehicle arrives at several kilometers per second,
even a modest mass seems to imply catastrophic energy on impact. From that premise, it is
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tempting to conclude that explosives are obsolete: why carry chemistry when speed can do the
work?

But weapon effectiveness is not a physics lecture; it is a coupling problem. It is about how
energy transfers into a target, what kind of damage mechanisms matter for that target, and how
reliably the weapon produces those mechanisms under real-world uncertainties. Explosives are
not used merely because engineers lack imagination. They are used because they are
controllable, repeatable, and versatile across many target classes. Kinetic impact can be
extraordinarily destructive in a narrow domain, yet surprisingly limited in others.

This section does not argue that kinetic impact is weak. It argues that kinetic impact is
specialized. It replaces some effects well, replaces others poorly, and cannot replace the wide
palette of effects that military planners routinely require.

3.1 Energy on target: impact velocity, mass, and geometry

Start with the basic intuition. A ballistic reentry object returning from space can reach speeds in
the neighborhood of several kilometers per second, depending on trajectory class and
atmosphere interactions. That is enough speed that even tens or hundreds of kilograms carry
the energy scale of large conventional munitions. The appeal is obvious.

Yet “energy” is not the same as “damage,” because damage depends on how energy is delivered
in time and space.

Velocity matters, but only through the channel of coupling.

High speed increases the potential for penetration, spall, shock, and structural collapse. But if
the projectile disintegrates, tumbles, or skips off at a shallow angle, much of that energy goes
into airburst-like dispersion, surface cratering, or irrelevant heat rather than deep target defeat.
High velocity is an amplifier, not a guarantee.

Mass matters in a non-linear way through sectional density and momentum.

For penetration, momentum and sectional density often matter more than raw kinetic energy. A
light projectile at extreme speed may carry energy but lack the structural integrity and
momentum to keep pushing into dense media. Conversely, a heavier penetrator with robust
geometry can maintain penetration and deliver energy deeper. The “rod” fantasy often assumes
you can get both: high speed and massive density. In practice, mass trades off against range,
payload count, and the bus’ ability to maneuver and place multiple RVs.

Geometry is decisive: blunt bodies, long rods, and the physics of failure.

A long slender penetrator has high sectional density and can concentrate force on a small area,
which helps penetration. But long slender shapes can also be more fragile under heating,
dynamic pressure, and lateral loads. A blunt RV may be more thermally survivable but may
couple energy into surface crushing rather than deep penetration. The optimum shape depends
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on whether the target is reinforced concrete, soil-covered, rock-buried, or a thin-skinned
industrial structure.

Impact angle and attitude control are not details; they are the weapon.

Penetration rises dramatically with steep impact angles. A near-vertical strike on a hard target is
a different weapon from a shallow-angle strike. That means guidance, stabilization, and terminal
attitude control can matter as much as the choice of tungsten. Any concept that assumes “a
ballistic RV will naturally do the right thing” is underestimating the way small attitude errors
become large effect errors at hypersonic speed.

Time scale of energy deposition differs from explosives.

Explosives can deposit energy in microseconds to milliseconds over a designed volume, creating
overpressure and fragmentation in a controlled way. Kinetic impact deposits energy over the
penetration time, which may be longer, and the damage mechanism is more like localized
crushing, shock, and structural failure rather than uniform overpressure. That difference is why
kinetic impact can be excellent for point defeat and mediocre for area effect.

So the proper takeaway is: yes, high-speed impact can deliver enormous energy. But the success
of that energy depends on stability, geometry, impact angle, and survivability through reentry,
all of which impose constraints that are often handwaved away in popular “rod” talk.

3.2 Target sets: hardened, buried, mobile, area targets
To understand what kinetic impact can replace, it helps to sort targets into broad classes and ask
what “defeat” means for each.

Hardened above-ground targets (bunkers, shelters, reinforced structures)

Kinetic penetrators can be very effective here if they arrive steeply and remain intact, because
penetration and spall can compromise structural integrity. The ideal case is a hardened roof or
wall where a penetrator can punch through and then deliver secondary effects through shock

and internal collapse.

However, many hardened targets are not defeated simply by “making a hole.” They are defeated
by destroying contents: command equipment, power systems, personnel spaces, stored
munitions, or key structural supports. A penetrator that enters but does not couple into the
right internal node may fail to achieve mission effect. Explosives are useful because they can
generate internal overpressure and fragmentation even if the penetration point is not perfectly
aligned with the most critical component.

Deeply buried targets (tunnels, mountain facilities, deep command nodes)

This is where kinetic hype often outruns reality. Depth is an adversary. Soil and rock absorb
energy rapidly. Penetration into rock at hypersonic speed confronts material limits: the
penetrator and the rock both behave in extreme regimes, but the projectile can erode, deform,

14



or shatter. For very deep targets, planners typically rely on specialized earth penetrators,
repeated strikes, or nuclear yield for a reason: depth defeats most conventional mechanisms.

Kinetic-only concepts may threaten shallow-buried facilities and tunnel entrances, but “deeply
buried in hard rock” remains among the most demanding target classes. A purely inert
penetrator will struggle to deliver decisive effects at depth without additional mechanisms.

Mobile targets (launchers, ships, air defense units)

Kinetic impact is least naturally suited here, not because it cannot destroy a mobile target, but
because it cannot easily find it at the last moment without a robust terminal sensing and
guidance capability. A ballistic RV aimed hours earlier at a coordinate is excellent against
something stationary. It is much less excellent against a target that moves unpredictably and can
relocate under warning.

For mobile targets, speed and short warning time help, but only if the system has current target
data and can correct in terminal phase. If your “kinetic RV” is essentially ballistic with minimal
terminal maneuver, it becomes a weapon for fixed infrastructure, not for moving units.
Explosive warheads remain common here because they can achieve kill effects even with near
misses. Kinetic-only often requires direct hit.

Area targets (depots, runways, industrial complexes, troops in the open)

This is the domain where explosives dominate because they create wide-area effects: blast,
fragmentation, fire, and overpressure. A single penetrator makes a hole and a crater; it does not
blanket an area. You can attempt to approximate area effect with submunitions, but then you
are no longer discussing a single “rod” and you may reintroduce explosive mechanisms.

Runway denial is a partial exception: kinetic cratering can be effective, especially with multiple
impact points. But even then, the operational measure is not “did you hit the runway,” but “how
long is it unusable given repair capacity.” Explosives can be designed to maximize persistent
damage; kinetic craters can be filled and patched. You may need repeated strikes or more
complex mechanisms to create enduring denial.

So the mapping is clear: kinetic impact is most plausible for point defeat of certain hardened
targets and certain infrastructure nodes; it is least plausible as a general replacement for
explosive warheads across diverse target sets.

3.3 The accuracy burden: when meters matter more than megajoules

If there is one technical reality that dominates kinetic warhead feasibility, it is accuracy.
Explosives buy you a radius of effectiveness. Kinetic penetrators often require direct or near-
direct impact on a critical point.
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This accuracy burden shows up at multiple levels:

Miss distance converts into mission failure rapidly.

If your goal is to collapse a specific ventilation shaft, punch a specific bunker roof segment, or
sever a specific pipeline junction, being off by tens of meters can mean you hit dirt or a non-
critical structure. The weapon may still create a dramatic crater and still fail the mission. With
explosives, a near miss can still damage the target through blast and fragments.

Terminal conditions multiply error.

Even if guidance brings the RV to the general aimpoint, small errors in attitude or angle can
change penetration path and internal effect dramatically. In kinetic defeat, “where you hit” and
“how you hit” are coupled. That raises the bar on stabilization and terminal control.

The precision requirement pulls you toward sensing and maneuver.

To reliably defeat point targets, kinetic RVs often need terminal guidance that can correct late—
possibly based on imaging, radar, or other sensor suites. But adding sensors that survive
reentry, adding maneuver capability, and maintaining thermal protection is hard. Every added
capability increases complexity, cost, and testing burden. The “simple inert dart” becomes a
sophisticated guided reentry vehicle, and the program begins to resemble the very kind of
advanced system whose timelines and costs repeatedly disappoint.

Defenses exploit the precision gap.

Any defensive action that perturbs final aimpoint—whether by interception, jamming of
external aids, or forcing the attacker to accept less optimal trajectories—disproportionately
harms kinetic kill. A penetrator that is nudged slightly off axis may lose much of its effectiveness.
Explosive warheads are more tolerant of that kind of perturbation.

So the paradox is: kinetic warheads are marketed as “simple, no explosives,” yet their success
often depends on a complicated chain of precision targeting, robust guidance, and survivable
terminal control. The difficulty is not “can you throw tungsten fast.” The difficulty is “can you
guarantee the right hit under adversarial conditions, repeatedly, at scale.”

3.4 Why “no explosives” is not automatically “more humane”

The phrase “no explosives” invites a moral inference: fewer gruesome blast injuries, less
fragmentation, less fire, less indiscriminate area damage. That inference can be true in narrow
cases. But it is not automatically true, and treating it as automatically true is ethically lazy.

There are at least four reasons.

First, kinetic does not equal low-casualty.
A high-speed penetrator can create lethal shock effects, structural collapse, and secondary
fragmentation from the target itself. Concrete and steel become fragments. A penetrator
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through an occupied building can cause collapse that kills many people. The absence of an
explosive charge does not mean the absence of catastrophic lethality.

Second, kinetic can increase the temptation to use strategic delivery systems.

If leaders believe a weapon is “clean,” they may be more willing to authorize its use. That can
increase the frequency of strikes and the normalization of escalation ladders. A weapon that is
individually less destructive could still be ethically worse if it increases the probability of
broader war or encourages routine use of strategic launch signals.

Third, “humane” cannot be assessed without considering escalation risk.

A kinetic RV delivered by an ICBM or SLBM may be physically “cleaner” at the point of impact
yet strategically dirtier in its crisis implications. If it raises the probability of nuclear
misinterpretation—even slightly—that ethical cost overwhelms narrow comparisons about blast
effects. In the nuclear age, a weapon’s morality includes its influence on the probability
distribution of catastrophic outcomes.

Fourth, kinetic often shifts harm from overpressure to infrastructure collapse.

Explosives can be tuned; they can be shaped; they can be designed for particular effect. Kinetic
impacts tend to produce intense localized destruction that can knock out critical infrastructure:
power, water, medical capacity, transport nodes. The humanitarian consequences of
infrastructure collapse can be extensive and delayed. A “clean” impact can still create dirty
outcomes in the form of cascading civilian suffering.

So the ethical argument cannot be “no explosives, therefore humane.” The ethical argument
must ask: what target, what context, what likelihood of misinterpretation, what downstream
effects, what precedent does it set, and what does it do to the probability of escalation?

Closing synthesis for Section 3

Kinetic impact is not a fantasy. It can be terrifyingly effective in certain roles, especially where
penetration and point defeat are central. But it is not a general replacement for explosives, and
it carries a hidden burden: success often requires exquisite accuracy, survivable guidance, and
stable terminal conditions. Most importantly, even a perfect kinetic payload does not sidestep
the nuclear politics of strategic launch. Physics may permit the weapon; stability may forbid the
doctrine.

The next section turns from physics to the deeper structural constraint: nuclear ambiguity at
launch—why detection outruns interpretation, why minutes matter, and why even a “regional”
kinetic strike can trigger global strategic logic.
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4. The Hard Problem: Nuclear Ambiguity at Launch

The most decisive argument against “conventional ICBMs” is not about whether tungsten
survives reentry or whether guidance can reach a bunker. The decisive argument is about
perception under time pressure. Strategic ballistic missiles were built inside a world where a
launch could mean the end of civilization. That world still exists. It is encoded into sensor
networks, command procedures, alert postures, and, above all, into the rational habits of
leaders who must assume that a catastrophic possibility is real until it is disproven.

This is what advocates of kinetic strategic missiles consistently underrate. They assume that the
payload defines the category and that intention can be communicated. Nuclear early-warning
logic assumes the opposite: the launch signature defines the category, and intention cannot be
verified quickly enough to bet survival on it. In this sense, the nuclear age is not a matter of
weapon content; it is a matter of interpretive regime. Strategic launch is interpreted through the
lens of existential risk regardless of what is inside the nosecone.

This section explains why detection outruns interpretation, why trajectory analysis is often
insufficient in the decision window, why worst-case reasoning is rational, and why ambiguity—
though sometimes pursued for coercive effect—becomes a catastrophe risk when it is attached
to strategic delivery systems.

4.1 Early-warning logic: detection is faster than interpretation

Early-warning systems are designed to answer a terrifying question quickly: “Has a strategic
missile been launched?” They are less designed to answer a subtler question quickly: “What
exactly is it carrying, and what exactly is it aimed at, and what exactly is the attacker’s intent?”
The first question is binary and urgent. The second is complex and slow.

This asymmetry is structural.

Detection is a physics problem with robust signatures.

Ballistic missile launches generate strong, distinctive signals: thermal plumes, radar track
formation, and characteristic acceleration profiles. Modern systems—space-based infrared
sensors, over-the-horizon radars, ground-based phased arrays—are built to detect such events
with high sensitivity and redundancy. They are tuned to avoid missing the first sign of a strategic
attack.

Interpretation is an inference problem under adversarial conditions.

To interpret a launch, you must infer multiple things at once: missile type, number of objects,
potential deployment of decoys, trajectory class, and plausible target set. You must do this
through incomplete data, with measurement error, under the knowledge that an attacker may
attempt deception. Interpretation is not just a technical exercise; it is a decision-theory exercise.
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Early warning is optimized for “don’t miss,” not “fully understand.”

This is an underappreciated point. A system optimized to never miss a launch tends to accept
more uncertainty early. It prefers fast alerts with subsequent refinement. That is rational for its
original purpose, but it means the first moments of detection are not accompanied by high-
confidence interpretation.

Command chains are designed around the existential possibility.

The entire nuclear command-and-control architecture is built around the idea that there may be
only minutes to decide. That architecture is not built to patiently parse ambiguous conventional
variants. It is built to manage “might be nuclear” events, because the penalty for guessing
wrong is absolute.

So the hard problem is that any attempt to use a strategic ballistic launch for a conventional
mission still triggers the nuclear machine: fast detection, high alarm salience, and decision
pressure before interpretation converges.

4.2 Why “they can tell from trajectory” is often too late

A common response is: “Russia and China can tell from trajectory that a missile is headed to
Iran, not them.” That statement contains a kernel of truth, but it ignores timing and uncertainty.
Trajectory discrimination can be informative, but it does not provide immediate certainty in the
window where the psychological and procedural escalators activate.

There are four reasons.

First, the earliest portion of a trajectory is compatible with many outcomes.

In the boost phase and early midcourse, the missile’s path does not uniquely specify its
destination. Multiple target sets can share the same early arc. The “fan” of possible impact
points narrows over time as more tracking data accumulates. The problem is that “over time” is
the resource that nuclear decision-making treats as scarce.

Second, depressed trajectories and maneuvering complicate inference.

Even for traditional ballistic trajectories, an attacker can choose profiles that reduce warning
time or complicate classification. If a system is designed for promptness or survivability, it may
adopt a trajectory that makes early discrimination harder. The more you optimize a
conventional strategic missile for operational effectiveness, the more you may degrade the
adversary’s ability to confidently interpret it early. That pushes you in the direction of escalation
risk.

Third, multiple objects and countermeasures multiply ambiguity.
A bus can release multiple reentry bodies, plus decoys and penetration aids. Even if the ultimate
target is not Russia or China, the presence of multiple objects can look like the opening of a
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larger strike package. It can also be misread as the beginning of a disarming strike against
strategic forces. When you add objects, you add confusion.

Fourth, the decision problem is about what is possible, not what is likely.

In nuclear deterrence, “likely” is not always the correct threshold. Leaders have to ask: is it
possible that this is a nuclear strike? If the answer is yes, and if the cost of inaction under that
possibility is national annihilation, then decision procedures treat the event with extreme
seriousness. In short: even if trajectory suggests a non-strategic destination, uncertainty can
remain large enough to keep the nuclear interpretation alive during the critical minutes.

So the retort “they can tell” is not wrong; it is incomplete. The question is not whether
trajectory eventually reveals direction. The question is whether it reveals enough soon enough

to safely prevent worst-case response dynamics from engaging.

4.3 The worst-case default: rational caution under minutes

Outside nuclear strategy, worst-case thinking is often caricatured as paranoia. Inside nuclear
strategy, it is often the only rational stance. This is not because leaders are irrationally fearful; it
is because the payoff structure is extreme.

The logic can be stated without drama:

e If an ambiguous strategic launch is actually nuclear and you treat it as conventional, you
may lose your retaliatory capability or your national command authority.

e If an ambiguous strategic launch is actually conventional and you treat it as potentially
nuclear, you may escalate unnecessarily, but you preserve survival options.

When outcomes are asymmetric, the rational policy is asymmetric.

This is why nuclear states build default behaviors around caution. It is why they develop “launch
under attack” and “retaliatory” options, even if they hope never to use them. It is why they
maintain alert postures. It is why they treat strategic launch as a category of event rather than a
mere physical action.

This also explains why “advance notification” does not fully solve the problem. Notification is
not verification. It can reduce surprise, but it cannot eliminate the possibility of deception or
error. In crises, even honest signals can be doubted. A state that believes it is under existential
threat cannot safely rely on the adversary’s verbal assurances, because the adversary has
incentive to lie if it is attempting disarming surprise. Therefore, notification is helpful at the
margins but does not collapse the worst-case decision tree.

Worst-case default thinking also influences third parties. Allies and partners may interpret a
strategic launch as the beginning of a larger conflict and adjust their own postures. Financial
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markets can convulse. Civil defense systems may activate. The consequences of ambiguity are
not limited to the immediate target pair; they ripple outward through alliance structures and
global systems.

So the worst-case default is not a pathology. It is a rational response to an environment where a
single misclassification could end the state.

4.4 Ambiguity as a design feature versus ambiguity as a catastrophe risk
There is a dark irony at the heart of the “conventional strategic missile” idea: what makes these
systems coercively attractive is also what makes them dangerously destabilizing.

Ambiguity can be pursued as a design feature in two ways.

Ambiguity as deterrence enhancement

A state may believe that if its adversary cannot tell whether a missile is nuclear or conventional,
the adversary will be more cautious, more deterred, more likely to concede. Ambiguity becomes
a lever for coercion. It amplifies the psychological weight of conventional strikes by letting them
borrow nuclear dread without actually detonating a nuclear weapon.

Ambiguity as defense penetration

Ambiguity also assists operational effectiveness. If defenders cannot confidently classify objects,
they may hesitate, allocate interceptors inefficiently, or be saturated by decoys. In that sense,
ambiguity is a technical tool.

But ambiguity carries a second face: it increases the risk of catastrophic misinterpretation.

Ambiguity as catastrophe risk

When ambiguity attaches to strategic launch signatures, it does not remain bounded. It
interacts with hair-trigger dynamics, organizational biases, and crisis pressures. It increases the
probability of inadvertent escalation, not because anyone wants apocalypse, but because
ambiguity compresses decision time while raising the stakes.

This is the paper’s key distinction: there is a difference between ambiguity that is “useful
uncertainty” and ambiguity that is “systemic risk.” In conventional warfare, uncertainty is often
accepted as the normal condition. In nuclear contexts, uncertainty can be lethal, because it
destabilizes the decision environment in which restraint must be exercised.

The policy dilemma

If you build a kinetic MRV or conventional Trident-like capability, you have created a weapon
that is operationally attractive precisely because it is fast and hard to stop. But you have also
created a weapon that triggers nuclear interpretation precisely because it rides on strategic
launch. You gain promptness at the cost of ambiguity. You gain penetration at the cost of
stability.
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This is why the United States, when it has flirted with these ideas, repeatedly returns to a
sobering conclusion: strategic launch is too nuclear-coded to be casually repurposed. You can, in
principle, build inert payloads. You can even test them. But you cannot easily redesign the
interpretive regime of early-warning systems and nuclear decision-making across multiple
states. That interpretive regime is the true constraint.

Closing synthesis for Section 4

The dream of a “conventional strategic missile” fails on the hardest interface in modern
geopolitics: the interface between physics and perception under minutes. Early warning detects
launches quickly, but cannot verify payload or intent quickly enough. Trajectory discrimination
can help, but often not in the most dangerous interval. Worst-case thinking is rational under
existential stakes. And ambiguity, while sometimes cultivated for coercion, is also a direct path
to catastrophic misinterpretation.

If kinetic MRVs are to be discussed responsibly, they must be discussed not as clever payload

swaps but as proposals to inject conventional missions into nuclear-coded signaling channels.
The next section examines the related argument that “it’s aimed at Iran, not Russia or China,”
and shows why the interpretive regime does not grant such assurances the stabilizing power

advocates hope for.

5. “But It’s Aimed at Iran”: Why Targeting Assurances Don’t Scale

The most intuitive argument for kinetic MRVs on strategic boosters is the regional-use
argument: “If the launch is aimed at Iran, Russia and China have no reason to panic. It’s not a
nuclear threat to them.” This argument feels compelling because it treats war as a geometric
fact—missile goes from A to B—and assumes that geometry can be read clearly and trusted
quickly.

The nuclear age does not work that way. In nuclear deterrence, what matters is not only where
the missile is intended to go, but what the launch could mean under uncertainty, deception, and
compressed time. The act of launching a strategic-class missile is an event that activates global
interpretive machinery. That machinery does not localize neatly around the intended target. It is
global by design because the consequences of misinterpretation are global.

This section explains why targeting assurances do not scale, why the launcher defines the
political category, why deception and error must be treated as live possibilities, and why
“probably conventional” is an unacceptable comfort when the loss function is existential.
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5.1 Intent versus capability: the launcher defines the category

The regional-use argument presumes that intent can be cleanly inferred and that intent governs
classification. In practice, the classification tends to run the other direction: strategic systems
are classified by capability and signature, not by declared intention.

Strategic launch vehicles are not neutral messengers.

An ICBM or SLBM is not simply a fast truck for any payload. It is an emblem of nuclear force. It is
designed, deployed, and trained within a nuclear posture. When it launches, it is interpreted as
a strategic act because the capability it represents is strategic. Even if the declared mission is
conventional, the platform is a nuclear platform in the mind of adversaries.

Capability is what must be acted upon; intent is what is guessed.

A state can act on what it can observe and what it knows about the other side’s capabilities. It
cannot safely act on what the other side claims it intends. In ordinary politics, declarations can
be trusted to varying degrees. In nuclear crisis logic, declarations are subordinate to capabilities
because the incentive to deceive is extreme if one is attempting a disarming first strike.

The launcher defines the event class in early-warning systems.

III

Early-warning architectures do not flag “incoming conventional” versus “incoming nuclear.”
They flag “strategic launch detected.” That classification is built into procedures, alerting
hierarchies, and decision protocols. The event class is defined by launch signature and missile
type, not by payload claim. That is precisely why a “conventional ICBM” proposal is not simply a
weapons proposal; it is a proposal to deliberately blur event classes that nuclear systems are

designed to keep sharp.

Strategic meaning is socially constructed and historically loaded.

The nuclear triad and its associated systems are embedded in decades of strategic signaling. An
SLBM launch from the ocean has a different interpretive weight than a conventional cruise
missile launch. Even if physics says “both are weapons,” history says “one is the doomsday
channel.” Strategic meaning is sticky; it does not wash off because the payload is tungsten.

So the first reason targeting assurances don’t scale is that intent is not the controlling variable.
The controlling variable is the event class: strategic launch. Once that event class is triggered,
the burden of proof shifts drastically. The world does not assume “conventional unless proven
nuclear.” It tends to assume “potentially nuclear until proven otherwise.”

5.2 Deception, error, and mixed salvos in adversary reasoning

Even if one grants that trajectory analysis can eventually suggest a regional target, adversaries
must reason through additional possibilities because they do not get to assume a clean, single-
launch world. Strategic reasoning must remain robust under deception, error, and the possibility
of multiple simultaneous moves.
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Deception is not a paranoia; it is a rational possibility.

If a nuclear-armed state believes it is threatened, it must take seriously the possibility that an
adversary could use a conventional-looking narrative as cover for a nuclear operation. “We told
you it was aimed at Iran” is not a proof. It is a statement. In a world where deception could
confer survival advantage, statements are not sufficient.

Mixed salvos are plausible and terrifying.

The most destabilizing scenario is not “a single conventional launch at Iran.” It is “a limited
launch that could be the opening move of a larger package.” Mixed salvos can mean many
things: a conventional strike plus a separate nuclear strike; a conventional strike plus attacks on
early-warning or communications; a conventional strike that doubles as a test of response
procedures; or a conventional strike intended to induce confusion and delay while other moves
unfold.

Even if the United States has no intention of doing any of this, Russia and China must consider it
as a possibility. Their reasoning is not about accusing; it is about surviving.

Error and accident are always in the background.

Missile launches can go wrong. Navigation can fail. Systems can malfunction. A launch aimed at
Iran could deviate. A bus could release in an unexpected pattern. An anomalous track could be
misclassified as multiple launches. The early minutes of a crisis are precisely when such
anomalies are most dangerous, because they occur in the fog of incomplete data and high
adrenaline.

Third-party dynamics complicate interpretation.

In a real global environment, an ICBM/SLBM launch does not happen in a vacuum. There may
be other ongoing crises, cyber disruptions, satellite outages, spoofed signals, or regional wars.
Leaders must interpret the launch against a shifting background. In that background, a “regional
conventional strike” can be misread as a probe, a bluff, or a prelude to something larger.

Penetration aids and decoys intensify the deception problem.

If a “kinetic MRV” concept includes decoys or countermeasures, it begins to resemble nuclear
penetration doctrine. That similarity matters. It increases the adversary’s suspicion that the
launch might be nuclear or might be designed to protect a nuclear strike. Even if decoys are
used merely to defeat missile defenses over Iran, they create ambiguity that spills into strategic
interpretation.

The takeaway is that adversary reasoning is not a direct line from A to B. It is a branching tree of
possibilities. The more existential the stakes, the more branches must be considered, and the
less comfortable one can be with assurances that collapse the tree into a single benign branch.
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5.3 Crisis instability: when “probably conventional” is not good enough

There is a phrase that captures the fatal flaw in the regional-use argument: “probably.” In
ordinary war planning, “probably” can be acceptable if probabilities are high enough and
consequences are limited enough. In nuclear crisis stability, “probably” can be unacceptable

because the consequences of being wrong are not limited.

This yields a severe standard: a state needs not only a high probability that a launch is
conventional, but a high probability early enough to prevent destabilizing responses. And even
then, leaders must still weigh the possibility that restraint could be exploited.

The decision problem is asymmetric and time-compressed.

If Russia or China interprets a strategic launch as potentially nuclear, they face a decision under
time pressure: heighten alert, disperse forces, ready retaliation, perhaps prepare to respond.
These actions can themselves be escalatory. But not taking them can be suicidal if the launch is
nuclear. The asymmetry produces conservative behavior.

“Probably conventional” does not prevent escalation spirals.

Even if a leader believes the launch is probably conventional, they may still raise alert status to
ensure survivability. That alert increase may be observed by others, who then raise their own
alert status. Allies react. Nuclear command networks harden. Miscommunication becomes
more likely. A conventional strike thus becomes a catalyst for a strategic escalation spiral even
without nuclear intent.

Announcements can worsen crisis instability.

It is natural to think that an announced strike would reduce ambiguity. But announcements can
also be coercive theater: “We are about to do something with a nuclear-capable missile; stand
down.” That can be interpreted as an attempt to exploit nuclear fear for conventional gain. The
announcement itself becomes part of the escalation contest. It can trigger preemptive dispersal,
retaliatory posture changes, or efforts to interfere with the strike—each of which increases risk.

Strategic launch normalizes strategic signaling in conventional war.

Perhaps the deepest instability is doctrinal: if strategic ballistic launches are normalized as
conventional tools, then every conventional conflict inherits a nuclear shadow. The boundary
between conventional war and nuclear crisis becomes thinner and more porous. The risk is not
just misinterpretation in a single event; it is the gradual erosion of the convention that strategic
launch is reserved for the gravest scenarios. Once that convention erodes, the world becomes
more trigger-sensitive.

Regional logic fails because great powers must think globally.
Even if the United States truly intends a “regional” strike, great powers must ask what
precedents it sets. If the U.S. uses strategic launch vehicles conventionally, others will feel
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licensed to do the same. The global interpretive regime shifts. The risk of future

I”

misinterpretations rises. A single “regional” exception becomes a structural change in norms.

So targeting assurances don’t scale because the nuclear age does not allow a local
interpretation of strategic launch events. Intent is not quickly verifiable; capability defines the
event class; deception and error remain live possibilities; and crisis dynamics turn “probably
conventional” into an insufficient comfort. The weapon’s payload may be inert, but the event’s
meaning is not.

This leads directly to the next question: if the United States can build such payloads, and if it has
contemplated conventional use of strategic boosters before, why did those efforts stall? The
answer sits at the intersection of operational doctrine, command-and-control, and the unique
political status of systems like Trident.

6. The Trident Question: Could an SLBM Carry Kinetic Warheads?

The Trident question is the cleanest form of the “conventional strategic missile” proposal,
because it strips away much of the speculative engineering and goes straight to the heart of the
matter. Trident Il (D5) already exists. It is reliable. It has global reach. It has a mature launch and
basing ecosystem. So the proposition feels almost trivial: if a Trident can deliver multiple reentry
vehicles, why can’t those reentry vehicles be inert penetrators instead of nuclear warheads?

In principle, they can. In practice, turning that principle into doctrine collides with strategic logic
and command governance in ways that are far harder than designing a tungsten body. The
Trident force is the most survivable leg of the nuclear triad. It is also the most politically
sensitive channel in the deterrence ecosystem. Using it for conventional kinetic missions risks
converting the world’s most stabilizing nuclear asset into a source of ambiguity, pressure, and
counterforce incentives.

This section walks through the engineering plausibility, then explains why strategic cost,
operational friction, and historical experience have repeatedly pushed the United States away
from “conventional Trident” solutions.

6.1 Engineering feasibility in principle: booster as delivery truck

At the level of physics, the booster does not care what it carries as long as the payload fits mass,
volume, and interface constraints. A Trident missile accelerates a payload package onto a
ballistic trajectory. If you can build a reentry vehicle that survives the thermal and mechanical
environment and arrives with usable accuracy, it can be conventional, inert, kinetic, or mixed.

26



That said, “feasible” does not mean “simple,” and the hidden complexity tends to concentrate in
four places.

Reentry vehicle design for kinetic effect

A nuclear warhead’s destructive radius is large enough that modest errors can still produce
devastating effect. A kinetic penetrator often needs far tighter terminal accuracy and correct
impact attitude. That can require more sophisticated guidance, better inertial performance,
potentially terminal sensing, and careful control of aerodynamics and stability during reentry. A
kinetic RV is less forgiving: it must hit the right place in the right way.

Thermal protection and structural integrity

Any RV must survive reentry heating, but kinetic penetrator geometry may be less naturally
compatible with thermal constraints. Long, slender penetrators can be structurally vulnerable;
blunt shapes are thermally robust but may not penetrate as effectively. Designs that satisfy both
penetration performance and reentry survivability can be built, but they are not “free.” They
require extensive test and qualification.

Accuracy and targeting integration

Even if the missile guidance brings the payload to the right footprint, a kinetic concept often
demands higher end-to-end accuracy: targeting data, navigation integrity, and release precision
from the post-boost vehicle. For multiple RVs, the system must accurately manage release
timing and bus orientation. Each additional payload object increases the complexity of achieving
consistent precision.

Separation, deployment, and control

Multi-object payload packages rely on precise separation dynamics. For kinetic RVs, separation
errors can become miss errors. If the system includes decoys or penetration aids (even for
purely defensive purposes), it can begin to resemble nuclear penetration doctrine, which
compounds the strategic problem even if it solves technical issues.

So, yes: in principle, Trident can carry kinetic warheads, because a booster can carry many kinds
of payloads. But as the payload moves from “inert object” to “inert object that reliably hits
precise aimpoints,” it becomes less like a simple swap and more like a new weapon family
demanding serious development and test.

Even if one grants that development is achievable, the larger obstacle is not engineering. It is
what the act of launching Trident means in the world.

6.2 The strategic cost: SSBN survivability and triad entanglement

The strategic case against conventional Trident is anchored in a single idea: the SSBN force is
stabilizing because it is survivable and because its behavior is predictable within nuclear
deterrence logic. Conventionalizing it risks breaking both properties.
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SSBNs are the “assured second strike” instrument.

They are designed to remain hidden, invulnerable, and therefore not pressure-sensitive. This
reduces “use them or lose them” panic. It also reduces the temptation to launch early in a crisis.
That stabilizing role depends on the SSBN force not becoming a routinely used conventional
strike arm.

Using SSBNs for conventional strike changes adversary incentives.

If SSBNs are used for conventional missions, they become more visible in the sense that their
operational activity becomes more relevant to ongoing conflicts. Adversaries may feel more
incentive to detect, track, and hold SSBNs at risk, not only for nuclear reasons but also to
prevent conventional strikes. That can drive an arms race in anti-submarine warfare and
increase crisis tension around SSBN patrol areas.

Entanglement: conventional missions can provoke nuclear countermeasures.

If an SSBN launches a “conventional kinetic” Trident, adversaries may interpret the launch as
nuclear until proven otherwise, and may take nuclear-responsive actions (alerting, dispersal,
readiness). Even if the launch is eventually recognized as conventional, the act has already
forced strategic systems into motion. This is not merely a one-off risk; it creates a persistent
entanglement where conventional conflict repeatedly nudges nuclear posture.

Triad integrity and signaling clarity degrade.

The triad is not only about redundancy; it is about clear signaling and survivability. If one leg is
used for conventional missions, it becomes harder to maintain the clean conceptual separation
between conventional operations and nuclear deterrence. That separation is fragile but
valuable. Blurring it can make crises more volatile because the same platform becomes a
messenger for two different kinds of war.

In short: conventionalizing Trident risks trading away the stabilizing quality of the most
survivable nuclear force in exchange for a conventional prompt strike option that can be
obtained through other means with less ambiguity.

6.3 Operational friction: custody, authorization, and nuclear-grade C2

Even if the strategic logic were not prohibitive, there is a second barrier: the command-and-
control and governance architecture around Trident is intentionally nuclear-grade. It is built to
minimize unauthorized use, prevent accidental escalation, and maintain strict political control.
Those features are virtues in nuclear deterrence but can be crippling in conventional operations.

Custody and security

Nuclear delivery systems are governed by strict custody rules, security requirements, and
operational secrecy. Introducing a conventional mission set raises awkward questions: do you
treat conventional kinetic payloads with nuclear-grade custody? If you do, you lose the
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responsiveness that makes prompt strike attractive. If you don’t, you risk contaminating the
nuclear system with relaxed procedures and creating opportunities for error.

Authorization pathways

Nuclear launch authority is centralized and politically loaded. Conventional strikes often involve
different chains of command, faster decision cycles, and more routine use. If Trident becomes a
conventional strike tool, either conventional leaders gain access to nuclear-class launch
pathways (dangerous) or nuclear authorities are asked to authorize routine conventional strikes
(politically toxic). Either way, friction increases.

Training and posture

SSBN crews and the larger strategic enterprise are trained under nuclear doctrine. Conventional
strike missions would require additional training, new rules of engagement, different
intelligence integration, and different post-strike assessment processes. Each added mission set
increases complexity and therefore increases the chance of misunderstanding or procedural

error.

Communications and crisis robustness

Nuclear command-and-control is engineered for survivability under attack. Conventional
command-and-control is optimized for flexibility and throughput. Combining mission sets
pressures the architecture: do you communicate like a nuclear force (slow, secure, centralized)
or like a conventional force (faster, distributed)? In a crisis, that mismatch can generate delays,
misinterpretation, and operational mistakes.

These operational frictions are not minor bureaucratic inconveniences. They are part of the
safety structure that keeps nuclear weapons from being used casually. When you try to graft
conventional strike onto that structure, you either slow conventional strike to the point of losing
its value or you weaken nuclear safeguards to the point of raising unacceptable risk.

6.4 Historical lessons: why conventional Trident concepts stalled

The United States has already walked into this room before. The “conventional Trident” idea, in
various forms, has appeared in discussions of prompt global strike for decades. The recurring
outcome is not “it was impossible” but “it was too destabilizing and too politically fraught.”

The reasons the concepts stalled are essentially the reasons we have developed in this paper,
but history makes them tangible:

Warhead ambiguity and escalation fear

The central objection was always that a Trident launch could be misinterpreted as nuclear,
triggering worst-case responses. This is not an academic worry. It is exactly what early-warning
systems are built to treat as a crisis event. When policymakers faced the possibility that a
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conventional strike could accidentally trigger nuclear escalation, they tended to conclude that
the benefit was not worth the risk.

Triad stewardship concerns

Defense planners and legislators have been reluctant to jeopardize the stabilizing role of SSBNs.
The SSBN leg is prized precisely because it reduces crisis pressure. Using it for conventional
missions risks making it a more active, more observable, and more contested instrument.

Cost and complexity relative to alternatives

Even if conversion were “cheap” relative to building a new missile, making a credible
conventional Trident system would still require development, testing, and doctrine. Meanwhile,
alternatives—long-range bombers, cruise missiles, theater-range ballistic missiles, later
hypersonic efforts—could provide conventional strike without risking the nuclear interpretation
of an SLBM launch. The existence of alternative pathways made the political risk of conventional
Trident harder to justify.

Norms and precedent

A final historical lesson is that norms matter. The United States has an interest in keeping
strategic launch events rare and associated with nuclear deterrence rather than conventional
warfighting. If the U.S. normalized conventional SLBM use, it would not be able to credibly
object when other nuclear states did the same. That would shift the global baseline toward
more frequent ambiguous strategic launches, increasing systemic risk.

So the historical pattern is consistent: when the concept moves from whiteboard to governance
reality, policymakers encounter the same dilemma. The more useful the system is as a prompt
strike tool, the more it must be used with speed and confidence. But the speed and confidence
of use are exactly what the nuclear system is designed to constrain, because strategic launch
carries existential meaning beyond the payload.

Closing synthesis for Section 6

Could an SLBM carry kinetic warheads? Yes, in principle, and perhaps even convincingly in
engineering terms. But the Trident system is not merely hardware. It is the most sensitive
signaling channel in the U.S. deterrent posture. Conventionalizing it would trade the stabilizing
invisibility of SSBNs for a prompt strike capability that can be achieved through less ambiguous
means. It would entangle conventional war with nuclear command structures and invite
adversaries to treat SSBNs as conventional targets in active conflicts.

In the next section we address the legal and structural layer that sits behind these judgments:
arms control, counting rules, verification problems, and the way “conventional” payloads can
still be “strategic” because the launcher lives in the strategic category.
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7. Arms Control and Counting Rules: Why Conventional Can Still Be “Strategic”

Arms control is often misunderstood as an exercise in bean-counting. In reality it is a machinery
for managing fear: fear of surprise, fear of breakout, fear of misinterpretation, fear of “hidden
advantage.” Treaties try to make the most dangerous capabilities legible and bounded. They do
this with counting rules, definitions, inspection rights, notifications, and agreed procedures for
conversion and elimination. The rules are not incidental. They shape incentives and perceptions.

I”

This is why a “conventional” payload on a strategic launcher can still be strategically
destabilizing even if it seems morally or operationally cleaner. The launcher lives inside a
strategic accounting and verification regime. Once you mix payload types on the same strategic
platform, you create new ambiguity not only for early-warning systems but also for treaty
compliance judgments, reciprocity expectations, and long-term trust. The result is that

conventionalization can carry strategic consequences even before a single missile is fired.

7.1 How strategic systems get counted and why it matters

Counting rules exist because raw hardware inventories do not capture actual capability. A
missile with one reentry vehicle is not the same as a missile with multiple reentry vehicles. A
bomber can carry many weapons, yet treaties may choose to count it in simplified ways to make
verification feasible. These choices are compromises between precision and verifiability.

Three counting themes matter most for the kinetic MRV question.

First, strategic treaties typically treat deployed ICBMs and SLBMs as the core of the “deployed
warhead” count because those systems are the most prompt, the most survivable in flight, and
the most existential in consequence. Counting focuses on what can be launched quickly, not
merely what exists in storage.

Second, treaties often use counting rules that are tied to observable physical attributes. For
ballistic missiles, the most direct observable attribute is the number of reentry vehicles
emplaced on a deployed missile. This is not merely a theoretical choice; it is what inspections
can plausibly confirm.

Third, counting rules are designed to prevent “free capability” from hiding behind semantics. If
a state could place conventional warheads on strategic missiles and claim they do not count, it
could effectively expand its strategic launcher capacity while staying within treaty language.
That would undermine the entire bargain, because the bargain is about limiting launch-capable
strategic delivery, not just limiting nuclear yield.

This is where “conventional” becomes strategically relevant. Even if a warhead is inert, a reentry
vehicle on a deployed strategic missile still occupies strategic capacity and still participates in
the same launch signature that early-warning systems treat as potentially nuclear. From an
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arms-control perspective, that means it can still be treated as “strategic” because it lives on a
strategic delivery vehicle whose employment carries strategic risk.

Counting also matters because it governs tradeoffs. If conventional payloads on strategic
missiles count against the same limits as nuclear payloads, then any state adopting
“conventional strategic missiles” would be spending scarce strategic capacity on conventional
missions. That may be acceptable in some narrow scenarios, but it is a real opportunity cost:
every conventional RV you load is one fewer nuclear RV you can load within the same ceiling. In
a competitive environment, that tradeoff becomes politically difficult.

Finally, counting rules matter because they signal intent. A state that begins loading non-nuclear
RVs on strategic missiles is not only changing its warfighting options; it is also changing the
interpretive landscape of the treaty. Other parties will ask whether this is a benign innovation, a
covert enlargement of prompt strike capacity, or a preparatory step toward a dual-use posture
that blurs thresholds.

7.2 Verification and reciprocity problems created by dual-use conversion

Verification is about more than catching cheaters. It is about making it psychologically easier for
both sides to remain restrained. If each side can look at the other and say, “We can see what
they have, and we know they cannot suddenly surge far beyond it,” then pressure to preempt
and pressure to race are reduced.

Dual-use conversion attacks that reassurance in several ways.

First, it reintroduces warhead ambiguity at the treaty level. Early-warning ambiguity asks: is this
launch nuclear? Treaty ambiguity asks: is this force posture hiding upload potential or dual-use
advantage? If a missile type can carry nuclear or conventional RVs, then external observers must
assume that what is conventional today could be nuclear tomorrow, and that the line between
the two may not be reliably visible.

Second, conversion complicates inspection logic. Inspections can often confirm the number of
RVs on a missile, but “confirming non-nuclear-ness” is harder without intrusive measures that
states are reluctant to accept. If the verifying party cannot distinguish conventional from
nuclear payloads with high confidence, suspicion grows. Suspicion drives compensatory
behavior: added readiness, added modernization, or more aggressive counterforce planning.

Third, reciprocity becomes politically strained. Arms control works best when both sides feel
they are receiving comparable constraints and comparable transparency. If one side fields a
conventional prompt strike on strategic boosters, the other side can plausibly argue that the
bargain has shifted: the force now provides strategic coercion without “paying” the political
price of nuclear employment. The response may not be diplomatic. It may be technical:
additional warheads, faster upload pathways, or new classes of intermediate-range systems.
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Fourth, dual-use conversion can trigger a spiral of “matching” that dissolves the boundary
between nuclear deterrence and conventional warfighting. Once strategic boosters become
normal tools for conventional missions, the other side may feel compelled to normalize the
same. The world then sees more strategic launches, more ambiguous events, and more
frequent crisis-time opportunities for misinterpretation. In other words, the verification
problem does not remain on paper; it becomes an operational risk.

Fifth, verification regimes depend on routine data exchange and procedural normalcy. When
political relations degrade, verification already becomes brittle. Dual-use conversion makes it
more brittle by increasing the number of contested edge cases: what counts, what is
convertible, what is deployed, what is non-deployed, what is “conventional but strategic,” and
what is “strategic but not nuclear.” The more edge cases a regime must manage, the easier it is
for distrust to fracture it.

The net effect is that dual-use conversion can create a reciprocity crisis even if no one violates a
treaty. Arms control is not only a legal instrument. It is a confidence instrument. Dual-use
postures erode confidence because they make capabilities harder to interpret.

7.3 The political optics: stability regimes are about trust, not just math

Arms control regimes are often defended with numbers: ceilings, limits, ratios. But their real
value is narrative: the story that each side can tell itself about the other side’s restraint and
predictability. When that story collapses, the numbers become less important, because both
sides revert to worst-case planning.

Three optics problems arise immediately for “conventional strategic missiles.”

First, it looks like threshold manipulation. Even if the payload is inert, the act of using strategic
missiles for conventional coercion can appear as an attempt to borrow nuclear fear without
crossing nuclear taboo. That perception is corrosive. It encourages the other side to build
doctrines and capabilities that are optimized for ambiguous, fast-moving scenarios, which tends
to increase alertness and reduce decision time.

Second, it looks like institutional entanglement by choice. States spend decades trying to keep
nuclear command-and-control distinct, centralized, and insulated from routine operational
tempo. If a state deliberately injects conventional missions into the strategic force, it can be
perceived as choosing to blur the firewall. Even if the state claims it can manage that blur safely,
others will not necessarily believe it, and they will respond to what they fear, not what they are
told.

Third, it invites domestic political backlash and alliance anxiety. Arms control is partly a
domestic political promise: that leaders are not gambling with civilization. When a proposal
involves launching an SLBM or ICBM for conventional purposes, it can be difficult to explain to
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the public and difficult to reassure allies who fear becoming collateral in escalation ladders. The
optics problem is not merely academic; it shapes whether such programs can survive budget
cycles and leadership changes.

In the end, the key insight is simple: stability regimes are built to reduce ambiguity, compress
arms racing incentives, and lengthen decision time in crises. Conventional payloads on strategic
boosters do the opposite. They increase ambiguity, invite matching behavior, and shorten

decision windows. That is why “conventional” can still be strategically destabilizing. The strategic
character is not inside the warhead; it is in the delivery system’s place within global perception,

treaty logic, and crisis behavior.

8. Oreshnik as Signaling: Coercion Without Crossing the Nuclear Detonation Line

If kinetic MRVs are a recurring idea, Oreshnik is a contemporary reminder of why the idea is
politically explosive even when the payload is not. Whatever one concludes about the system’s
technical novelty, its strategic function in public discourse has been unusually clear: it is a
nuclear-capable delivery system used (or showcased) in a way that keeps nuclear dread in the
room without triggering a nuclear detonation. That is the coercive sweet spot many states
dream about: maximum psychological leverage, minimal “crossing of the line.”

This section treats Oreshnik primarily as a signaling event. The point is not to adjudicate every
claim about speed, range, or warhead configuration. The point is to analyze what “nuclear-
capable conventional use” communicates, why ambiguity can be weaponized for intimidation
and alliance pressure, why open-source interpretation is structurally foggy, and why the
signaling effects can outweigh the physical effects.

8.1 What “nuclear-capable conventional use” communicates

A nuclear-capable system used with a non-nuclear payload communicates on multiple channels
at once, and it does so more efficiently than ordinary weapons because the audience brings the
nuclear frame with them.

First, it communicates capability in a form that is hard to ignore. A ballistic launch is a high-
salience event. It announces that the state possesses a class of weapons associated with
strategic reach and promptness. Even if the strike is geographically regional, the category of the
tool is strategic in most minds. The message is not merely “we can hit you,” but “we can hit you
with the kind of system that normally carries existential consequences.”

Second, it communicates willingness and escalation posture. Conventional use of a nuclear-
capable missile says: we are prepared to invoke the nuclear grammar of war without detonating
nuclear yield. That is a deliberate stepping into the shadow zone. It signals that the state is
comfortable operating near the edge, and that it expects others to be constrained by their fear
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of misreading the next move. This is a way of saying, “We are willing to create ambiguity; are
you willing to risk misunderstanding?”

Third, it communicates promptness as a form of decision dominance. The political point of
prompt strike is not only operational speed; it is that it compresses the opponent’s time to
react, debate, and coordinate. When a system is seen as extremely fast, it alters the psychology
of leadership and the tempo of alliance consultation. Even if the weapon’s physical damage is
limited, the compression of decision time is itself a form of coercion.

Fourth, it communicates that the state can scale up. Even if the particular use is conventional or
demonstrative, the implied ladder is: today you saw the vehicle; tomorrow you must
contemplate a different payload. This is a form of latent threat that remains deniable yet
effective. It is not “we used nuclear weapons.” It is “we reminded you we could.”

Finally, it communicates a domestic narrative of technological dominance. Such systems are also
for internal audiences: they reaffirm national pride, suggest competence under sanctions or
pressure, and project the image that the state is ahead of rivals. Domestic legitimacy and
external coercion can be served by the same spectacle.

In this sense, “nuclear-capable conventional use” is a way to speak in nuclear punctuation while
writing conventional sentences.

8.2 The value of ambiguity for intimidation and alliance pressure
Ambiguity is not always a bug. In coercive strategy it can be a feature, and Oreshnik highlights
how ambiguity can be used as a multipurpose lever.

Ambiguity intimidates because it forces imagination to do the work.

When observers do not know exactly what happened inside the warhead package, they fill the
uncertainty with worst-case possibilities. A state does not need to prove it used a particular
payload to benefit from the fact that the payload could have been different. The ambiguity
invites every policymaker, journalist, and general staff to mentally simulate the nuclear variant
even when the event was non-nuclear. That simulation pressure is itself coercive.

Ambiguity pressures alliances by injecting time scarcity and interpretive disagreement.
Alliances are strong when they can coordinate, deliberate, and present a unified stance.
Ambiguous strategic signals disrupt that. Different members interpret the event differently.
Some urge restraint to avoid escalation; others urge firmness to avoid precedent. When the
weapon is nuclear-capable, these internal debates become more emotionally charged. The
coercer benefits from alliance friction: even small delays or fractures can be strategically
valuable.
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Ambiguity creates a “don’t test us” atmosphere without committing to escalation.

The coercer can keep saying: we have not crossed any forbidden line. That claim can be formally
true, yet the atmosphere of fear can still change behavior. This is coercion by suggestiveness
rather than by explicit declaration.

Ambiguity deters intervention by raising perceived risk to third parties.

If a conflict is regional, outside states may consider intervention, resupply, or deeper
involvement. The use of nuclear-capable systems, even conventionally, raises the perceived risk
that the conflict could widen or escalate. Some states and companies become more cautious.
Insurance, markets, logistics, and political will all become more fragile. This “risk inflation” is a
strategic effect that does not require nuclear detonation.

Ambiguity tests adversary procedures and thresholds.

A non-nuclear strike with a nuclear-capable system can function as a probe: how do opponents
respond? What do their public statements reveal? How quickly do they convene? What military
posture shifts occur? In a deterrence contest, information about the opponent’s response
profile is valuable. A demonstrative event can extract that information.

So ambiguity is valuable not because it is mysterious, but because it reconfigures the decision
environment of multiple audiences at once: the direct opponent, the opponent’s allies, neutral
observers, and domestic constituencies.

8.3 The informational fog: claims, footage, and inference limits
Open-source analysis of systems like Oreshnik is structurally constrained. That constraint
matters because it affects how narratives form, and narratives are part of the weapon’s effect.

Claims are not specifications.

States often advertise maximum performance claims that serve deterrence goals. Outsiders may
dispute them. The truth may lie in between. But the coercive actor may not care where the
truth lies as long as the claim shapes perception. This is why technical debates can become
strategically secondary: the political utility may be achieved even if the system is less impressive
than advertised.

Footage is not diagnosis.

Video of impacts, flashes, or trajectories is suggestive but rarely definitive. Camera angles,
compression artifacts, and selective release all distort. The absence of a visible explosion does
not prove the absence of an energetic payload, and the presence of a flash does not prove a
high-yield event. Even crater patterns can be ambiguous. The more people argue from
spectacle, the easier it is for propaganda to steer interpretation.
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Damage assessments are frequently incomplete and contested.

In wartime, on-the-ground verification is limited, both intentionally and by chaos. Infrastructure
damage claims become contested narratives because they serve morale, bargaining leverage,
and international support. This is not a minor detail. If the coercer wants the signal to be “we
can erase critical assets,” it benefits from inflated perceptions of damage. If the defender wants
resilience, it benefits from minimizing perceived damage. Outside observers then swim in
conflicting accounts.

Technical inference is bounded by what is observable.

Many of the key questions are inside the black box: payload composition, fuzing, bus maneuver
profiles, decoy deployment, guidance accuracy, and true terminal behavior. These are the things
strategic actors tend to protect. Outsiders can infer, but inference is not certainty. That
uncertainty is not merely a limitation; it is part of the coercive actor’s advantage.

Fog is not accidental; it is sometimes cultivated.
Even when a state tells some truth, it may do so selectively. The goal is often to keep adversaries
uncertain about capability and willingness. In that sense, fog is a strategic terrain.

This informational fog matters for this paper because it prevents simplistic conclusions. One
should neither dismiss Oreshnik as pure theater nor treat it as revealed omnipotence. The key is
to recognize that the system’s strategic function can be substantial even if the technical story is
partial.

8.4 The core insight: signaling effects can dwarf physical effects

The most important lesson Oreshnik offers is that modern strategic weapons can produce
outsized effects through signaling alone. The physical damage may be modest relative to
conventional mass fires, yet the political and psychological effects can be enormous.

Signaling can alter the opponent’s behavior without large-scale destruction.

A state may seek to change the opponent’s decision calculus: slow down offensives, alter
basing, reduce reliance on certain nodes, or accept negotiations under pressure. If a weapon
produces those shifts, it has achieved strategic value even if its crater is small.

Signaling can reshape what is considered “normal.”

The normalization effect is crucial. Once a nuclear-capable delivery system is used
conventionally, the boundary between conventional war and strategic crisis becomes thinner.
Future events are interpreted against this precedent. The world becomes more accustomed to
strategic launch signatures appearing in conventional theaters. That normalization can be more
dangerous than the one-time strike because it shifts the baseline risk for all future crises.
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Signaling can influence third parties more than the target.

Sometimes the real audience is not the battlefield opponent but the opponent’s supporters,
investors, alliance partners, and political constituencies. If these actors become more cautious,
the opponent’s strategic depth shrinks. A weapon that frightens third parties can change the
war’s trajectory more than a weapon that destroys a single facility.

Signaling can be the weapon when the weapon is hard to use at scale.

Even if a system is expensive, limited in quantity, or unreliable for routine operations, it can still
be valuable as a signaling instrument. A small number of launches can produce large political
returns. This is the signaling economy: rare, high-salience events that punch above their kinetic
weight.

Signaling can exploit the nuclear taboo rather than violate it.

The taboo against nuclear detonation is powerful. But a nuclear-capable conventional strike can
exploit that taboo by creating fear of escalation while claiming restraint. It turns the taboo into
a coercive resource.

This is the bridge back to the paper’s central thesis. Kinetic MRVs and conventional strategic
missiles are appealing not only because they might work physically, but because they might let a
state operate inside the nuclear shadow without paying the full moral and political cost of
nuclear use. Oreshnik illustrates that shadow-zone coercion is real. It also illustrates why such
strategies are dangerous: they make ambiguity normal, they shorten decision windows, and
they invite misinterpretation in future crises.

In the next section, we turn from this signaling logic to the alternative pathways states pursue
when they want prompt conventional strike without strategic-launch ambiguity, and we show
why those alternatives, though imperfect, are often preferred precisely because they avoid
turning every “conventional” decision into a nuclear-coded event.

9. Alternatives the United States Has Preferred and Why

If the United States has repeatedly avoided putting conventional payloads on strategic ballistic
missiles, it is not because it lacks the imagination to do so. It is because the United States has
repeatedly concluded that the strategic cost of nuclear ambiguity is too high. That conclusion
does not eliminate the operational demand that drives the “kinetic MRV” idea in the first place:
the demand for fast, reliable strike against high-value targets, including targets that are
hardened, time-sensitive, or defended.

So the practical question becomes: if not ICBMs or Trident, then what?
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The U.S. answer has been a portfolio approach. Instead of taking the most nuclear-coded
launchers and trying to conventionalize them, the United States has preferred to build or evolve
conventional strike options that remain legible as conventional even when they are fast and
long-range. These alternatives are imperfect—slower, more vulnerable, more expensive per
effect, more logistically demanding—but they generally reduce the probability that a single
conventional strike triggers nuclear crisis procedures in great-power capitals.

This section maps the main classes of alternatives, explains why they were favored, and frames
the choice as a trade space where performance gains must be weighed against escalation risk
and interpretive stability.

9.1 Non-ICBM prompt strike: boost-glide and theater-range approaches
The United States has often aimed for “promptness” without “strategic launcher ambiguity” by
pursuing systems that are fast but not easily confused with ICBM/SLBM launches.

Boost-glide and hypersonic glide vehicles

Boost-glide systems use a rocket booster to loft a glide vehicle that then travels at hypersonic
speed through the upper atmosphere, maneuvering toward its target. The operational promise
is speed combined with maneuverability: faster than cruise missiles and harder to intercept
than purely ballistic trajectories.

Why this is attractive from a stability perspective: although a boost-glide launch may still be
alarming, it is not necessarily identical to a classic ICBM/SLBM profile, and it can be fielded on
non-strategic platforms. The goal is to create a class of conventional prompt strike that is not
automatically read as “nuclear strategic launch” in the same way a Trident or Minuteman launch
would be.

However, this advantage is not absolute. Hypersonic systems can still generate ambiguity and
escalation concern, especially if their basing or trajectory overlaps with strategic systems. The
U.S. preference here is not “no ambiguity,” but “less catastrophic ambiguity than strategic
ballistic launch.”

Theater-range ballistic missiles and regional prompt strike

Another pathway is to use theater-range systems—shorter-range ballistic missiles, intermediate-
range missiles where permitted, or regional deployments—so that the launch is legible as
theater rather than strategic. A theater-range ballistic missile aimed at a regional target is less
likely to be mistaken for an intercontinental nuclear strike against a great power, especially if
basing and trajectory are geographically constrained.

In essence, this approach tries to localize the interpretive regime: keep prompt strike within a
regional envelope so that it does not activate global nuclear alarm logic to the same degree. The
tradeoff is obvious: theater-range systems may not reach global targets, may require forward
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basing, and may provoke regional escalation in other ways. Yet they are often seen as less
globally destabilizing than conventional ICBMs.

The general principle

These approaches share a principle: deliver promptness via systems that do not share the exact
strategic launch signature of the nuclear triad. They attempt to keep conventional prompt strike
outside the most nuclear-coded channels.

9.2 Conventional long-range strike: bombers, cruise missiles, stand-off weapons

While prompt strike attracts attention, the workhorse of U.S. conventional strategic effect has
historically been long-range airpower and stand-off munitions. These systems are slower than
ballistic prompt strike, but they offer flexibility, controllability, and clearer signaling.

Bombers as controllable strategic instruments

Bombers are often described as a “recallable” leg of deterrence. That recallability matters for
crisis stability. A bomber sortie can be launched as a signal, can be turned back, can loiter, and
can be used with a wide range of conventional weapons. It provides decision-makers with a
spectrum of options rather than a single irreversible event.

In conventional war, bombers provide payload mass and flexible targeting. They can strike
hardened targets with specialized munitions. They can carry stand-off weapons that reduce
exposure. They can adapt to changing intelligence. Most importantly for this paper: bomber
operations are usually legible as conventional when conventional payloads are used. They do
not look like nuclear launches on early-warning systems in the way an SLBM does.

Cruise missiles and stand-off weapons

Cruise missiles and stand-off weapons offer precision, distance, and a conventional signature.
They are slower than ballistic systems but can be launched from aircraft, ships, and submarines.
They also allow graduated escalation: one missile, then ten, then a hundred. They can be
tailored for specific effects: penetration, fragmentation, anti-radiation, and more.

Their limitations are also familiar: they can be intercepted; they can be jammed; they require
inventories and logistics; they may take hours to reach targets. But these limitations come with
a stabilizing virtue: time. Time allows interpretation. Time allows diplomacy. Time allows error
correction. In nuclear crisis logic, time is oxygen.

Other long-range fires and stand-off families

The broader category includes air-launched, sea-launched, and land-launched precision strike
systems that sit below the strategic ballistic threshold in signature and meaning. These include
anti-ship systems, land-attack missiles, and stealthy delivery platforms. The key point is not the
exact platform but the general preference: conventional systems whose use does not
automatically imply nuclear launch.
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9.3 The trade space: speed, survivability, cost, and escalation risk

Once the alternatives are visible, the decision becomes a trade space rather than a moral
sermon. Every strike system lives on a set of axes. The kinetic MRV idea is an attempt to
maximize the speed axis without paying the vulnerability and cost axes. But it tends to increase
the escalation-risk axis sharply. The U.S. portfolio approach is a way of balancing these axes
rather than maximizing one.

Speed versus interpretive stability

Ballistic prompt strike maximizes speed. Cruise missiles and bombers trade speed for clarity and
controllability. Hypersonic boost-glide aims to reclaim some speed without triggering the full
nuclear-coded alarm of an ICBM/SLBM.

Survivability versus signaling risk

Strategic ballistic missiles are survivable in flight and hard to stop. But they are also high-risk
signals. Cruise missiles may be less survivable but are lower in nuclear interpretive risk. Stealth
aircraft may be survivable but expensive and limited in number.

Cost and scalability versus exquisite performance

Kinetic MRV proposals often promise cheap mass production and decisive effects, but the
accuracy and survivability requirements can push them into “exquisite” territory. By contrast,
cruise missiles can be mass-produced, but their cost and inventory demand can be large for
sustained campaigns. Bombers are expensive platforms but provide reusable delivery capacity
and flexibility.

Escalation risk as a first-class variable

The most important difference is that the U.S. tends to treat escalation risk as a primary
variable, not as an afterthought. A system that is operationally perfect but escalatorily unstable
may be rejected even if it “works,” because the failure mode is catastrophic. This is the deep
logic behind resisting conventional ICBM/SLBM ideas.

9.4 The stability heuristic: reduce ambiguity even if performance suffers
Behind the portfolio approach is a heuristic that looks almost conservative to technologists:
prefer weapons and doctrines that reduce ambiguity, even if they reduce performance.

This heuristic rests on several practical insights.

Ambiguity is not an engineering parameter you control alone.

You can design a weapon, but you cannot design the adversary’s interpretation under stress.
You cannot redesign the other side’s early-warning systems, their internal politics, their
paranoia thresholds, or their crisis procedures. Therefore, you should not build doctrines that
rely on the adversary interpreting you correctly in minutes.

41



Decision time is a stabilizing resource.

Systems that add minutes or hours to the timeline may feel operationally inferior, but they can
be strategically superior because they allow interpretation, communication, and restraint to
function. In this view, some “slowness” is not weakness; it is stability.

Controllability is often more valuable than raw promptness.

A recallable bomber, a reversible posture move, a stand-off strike that can be calibrated—these
give leaders options. Strategic ballistic launch is irrevocable once detected. It is a one-way door.
In crisis stability terms, one-way doors are dangerous.

Clear conventional signatures protect the nuclear firewall.

The heuristic aims to protect the conceptual separation between conventional war and nuclear
deterrence. Even if that separation is imperfect, it is still a stabilizing norm. The U.S. preference
for conventional signatures is not mere optics; it is a deliberate effort to keep conventional
decisions from triggering nuclear procedures.

Performance can be traded; catastrophic misinterpretation cannot.

This is the final rationale. Militaries routinely accept suboptimal weapons if the alternatives
carry unacceptable strategic risk. A weapon that sometimes fails to hit in ten minutes can be
acceptable. A weapon that sometimes triggers nuclear escalation is not.

Closing synthesis for Section 9

The U.S. preference has not been “no prompt strike.” It has been “prompt strike without
strategic-launch ambiguity when possible.” That is why U.S. efforts have gravitated toward
boost-glide and theater-range approaches for promptness, and toward bombers, cruise missiles,
and stand-off families for controllable long-range effect. These systems may be slower and
sometimes more vulnerable, but they are more legible as conventional, more controllable in
crisis, and less likely to collapse a conventional operation into a nuclear-coded event.

The next section makes the implicit claim explicit: stability is not only strategy; it is ethics. The
guestion is not only what a weapon can destroy, but what kinds of catastrophic
misunderstandings it makes more likely.

10. Ethical and Governance Questions: Stability as a Moral Constraint

The preceding sections argue that “kinetic MRVs on strategic launchers” are destabilizing
because they exploit nuclear-coded channels. That is a strategic argument. But in the nuclear
age, strategy cannot be cleanly separated from ethics. When the downside tail includes nuclear
escalation, the moral evaluation of a weapon must include not only the harm it directly causes,
but the catastrophic harms it makes more probable through misinterpretation, compressed
decision time, and altered postures.
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This section frames stability itself as a moral constraint. It challenges the comforting phrase
“just a conventional strike,” examines how civilians become exposed through escalation
pathways even when the intended target is military, and argues that certain questions cannot
be left to classified bureaucratic processes alone because they change the rules of the world.

10.1 “Just a conventional strike” and the ethics of misinterpretation risk
There is a moral hazard in technical reframing. When a payload is inert, it is easy to slide into
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non-nuclear,” “clean,” and “limited.” This language can create
an ethical illusion: if the warhead is not nuclear, then the strike is not ethically entangled with
nuclear catastrophe. But the moral burden does not sit only inside the warhead. It also sits in

the probability distribution of outcomes the act of using the weapon creates.

A useful ethical test is this: when you choose a weapon, are you choosing only its intended
effect, or are you also choosing the foreseeable risks attached to how it will be interpreted?

Strategic ballistic launches have a known property: they are ambiguous at first detection. That
ambiguity forces nuclear-armed states to consider worst-case responses under minutes. If you
knowingly inject conventional missions into that channel, you knowingly raise the probability of
catastrophic misinterpretation. Even if the probability increase is small, the magnitude of the
downside is so large that it becomes morally significant. In ordinary ethics, small probability
harms can be morally tolerated when the harm magnitude is bounded. In nuclear ethics,
bounded harm assumptions fail.

This is not an argument for paralysis. It is an argument for correct moral accounting. It is
ethically insufficient to say “we did not intend nuclear escalation.” Intention matters, but so
does foreseeability. If a foreseeable feature of a weapon system is that it can be misread as
nuclear in the early warning window, then the user bears responsibility for having chosen a
channel that predictably invites that misreading.

This also exposes a deeper error: moral classification by mechanism. People intuitively classify
weapons morally by what they do locally—blast, fragmentation, radiation, chemical toxicity. But
in the nuclear age there is also moral classification by strategic interaction—how the weapon
affects crisis stability, escalation ladders, and decision time. A kinetic penetrator may be locally
less horrific than a thermobaric explosive, but if delivered by an SLBM in a way that can be
misinterpreted as nuclear, it may be globally more dangerous. The moral evaluation must
include both the local harm and the systemic risk.

Finally, there is the ethical problem of borrowing nuclear dread for conventional ends. If a state
uses a nuclear-capable delivery system to coerce while claiming restraint because no nuclear
yield was detonated, it is exploiting the nuclear taboo rather than respecting it. That is a form of
moral manipulation: turning humanity’s fear of annihilation into a bargaining tool while insisting
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that no “line” was crossed. One can argue that deterrence itself relies on fear, but there is a
difference between maintaining deterrence and deliberately increasing ambiguity to gain
conventional advantage. The latter makes nuclear fear more active in daily politics and therefore
makes the world less safe.

So the ethical question is not “is it nuclear?” It is “does it intentionally or foreseeably increase
the probability of nuclear catastrophe?”

10.2 Civilian exposure via escalation pathways

A recurring defense of kinetic warheads is that they might reduce civilian harm because they are
precise and lack explosive overpressure. Even when true at the point of impact, this defense can
be ethically incomplete, because civilian exposure in modern conflict is not only local. It is
systemic. Civilians are exposed through escalation pathways that can be triggered by ambiguous
strategic events.

There are several routes by which civilians become hostages to strategic ambiguity.

Escalation pathways expand the civilian harm perimeter.

A conventional strike that triggers heightened nuclear alert or broad retaliatory posture changes
can widen the conflict geographically. It can pull in third parties, escalate to attacks on
infrastructure, or provoke strikes on command-and-control nodes. Civilians then face harm not
because the original weapon was inaccurate, but because it changed the type of war being
fought. A weapon that increases the likelihood of escalation is ethically relevant even if it is
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Civilian harm includes infrastructure cascades.

Even inert penetrators aimed at military nodes can knock out power, communications, fuel,
transport, and medical capacity. These cascading effects often hurt civilians more than the initial
strike. In conventional war, such cascades are already morally fraught. In an ambiguous strategic
context, the tendency to target national infrastructure can increase, because states may
interpret the strike as strategic coercion and respond in kind. Civilians then suffer from system
collapse rather than blast radius.

Psychological terror and social panic are real harms.

Ballistic missile launches, especially nuclear-capable ones, generate population-level fear
beyond what ordinary strikes generate. Sirens, alerts, rumors of nuclear escalation, market
panic, flight, and societal stress are not incidental. They can lead to accidents, medical crises,
and destabilization that disproportionately harms the vulnerable. If a weapon choice increases
mass fear—fear that is rational in the nuclear age—then that too is a humanitarian cost.
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Misinterpretation risk converts civilians into involuntary collateral.

The most sobering point is that misinterpretation can make civilians elsewhere into collateral. A
conventional strategic launch aimed at a regional adversary can, through misclassification,
provoke great-power readiness measures and bring nuclear decision-making closer to action.
Civilians far from the battlefield become exposed to existential risk. That is a unique ethical
pathology: a local war choice changes global civilian risk.

The “clean weapon” fallacy

These pathways show why “clean” cannot mean “small crater.” A weapon is not ethically clean if
it increases systemic risk. In the nuclear age, the morally relevant terrain includes the stability of
signaling channels. A weapon that is locally precise but systemically destabilizing is ethically
suspect, even if its immediate casualties are lower.

This framing does not imply that all prompt strike is immoral. It implies that when the delivery
channel resembles nuclear attack, the humanitarian accounting must include the enlarged risk
perimeter and the escalation ladder the weapon invites.

10.3 Democratic oversight: what should be publicly debated

Because these issues concern world-altering risk, they are not solely technical decisions. They
are governance decisions. Yet many of the relevant discussions occur behind classification walls.
Some secrecy is legitimate: detailed performance, targeting, basing, and operational plans
should not be public. But the core policy choice—whether to normalize strategic ballistic
launches for conventional missions—has consequences so large that it demands public
legitimacy.

What should be publicly debated?

Declaratory doctrine and thresholds

The public has a stake in whether their state intends to use strategic launch vehicles for
conventional strikes and under what conditions. This is not a trivial detail. It shapes crisis
stability, alliance relationships, and adversary planning. Even if specifics are classified, the
existence of a doctrine and the general constraints on its use should be publicly accountable.

Risk acceptance and catastrophic-tail governance

When a program increases the probability of nuclear misinterpretation even slightly, that is a
national-level risk acceptance decision. Democracies should not allow such tail-risk decisions to
be made purely by internal institutional momentum. There should be an explicit debate about
acceptable risk, mitigation measures, and whether alternative systems can achieve the same
aims with less systemic danger.
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Conversion policy and arms-control posture

If strategic systems are to be dual-use, the public should understand how that interacts with
arms-control commitments and verification norms. Even without citing treaty minutiae, citizens
can grasp the principle: dual-use erodes trust and can accelerate arms races. Those tradeoffs
should be part of political consent.

Command-and-control integrity

Any proposal that entangles conventional missions with nuclear command pathways raises
governance questions: who can authorize what, under what oversight, with what safeguards?
These questions are not mere technicalities; they are the democratic equivalent of “two-man
rule” at the level of national policy.

The ethical logic of restraint

Finally, democratic debate should include the moral principle that stability is an ethical goal. If a
weapon offers operational advantage but undermines stability, a state may choose restraint.
That restraint is not weakness; it is stewardship. In an age where misinterpretation can be
catastrophic, stewardship becomes a civic virtue and a strategic necessity.

The governance dilemma

There is an unavoidable tension: the more destabilizing a capability is, the more some actors
will argue it must remain secret to preserve advantage. Yet secrecy also reduces accountability
and increases the risk that institutional incentives drive dangerous normalization. The ethical
response is not naive openness. It is selective transparency: public debate about doctrine,
safeguards, and risk acceptance, combined with classified protection of operational details.

Closing synthesis for Section 10

Stability is not merely an analytic preference; it is a moral constraint because it governs the
probability of catastrophic harm. “Just a conventional strike” is ethically inadequate when the
launch channel can be misread as nuclear. Civilians are exposed not only by blast but by
escalation pathways and infrastructure cascades. Therefore the decision to conventionalize
strategic launch vehicles is a governance decision that deserves democratic oversight: clear
declaratory policy, explicit risk acceptance, and public scrutiny of safeguards.

The next section will translate these ethical insights into a practical decision framework: under
what preconditions, if any, could a kinetic strategic launch be made less destabilizing—and why
those preconditions are so demanding that the concept remains, in most circumstances, a poor
bargain.
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11. A Decision Framework: When (If Ever) Kinetic Strategic Launch Makes Sense

Up to this point, the paper has leaned toward a firm skepticism: kinetic MRVs on strategic
launchers are physically plausible but strategically dangerous. The natural next step is not to end
with a blanket taboo, but to ask a disciplined question: if a state insisted on pursuing such
capabilities, what would have to be true for the risk to be responsibly reduced? And how often
do those conditions actually hold in the real world?

This section proposes a decision framework. It does not assume perfect rationality or perfect
peace. It assumes the actual constraints of nuclear competition: incomplete trust, imperfect
communications, adversarial incentives, and crisis dynamics. Under those constraints, the bar
for “kinetic strategic launch” to be stabilizing enough is extremely high. The framework
therefore functions less as a green light and more as a way to identify the rare cases where the
burden might be bearable—and to show why those cases are rare.

11.1 Preconditions: communication channels, verification, peacetime norms

The first set of requirements are not technical. They are relational. If two nuclear-armed states
cannot reliably communicate during crises, no payload design can compensate. If verification
norms are weak, no declaratory policy can be trusted. If peacetime habits do not exist, crisis-
time assurances will not be believed. In other words, if the preconditions are absent, the
concept should be considered presumptively irresponsible.

Reliable crisis communication must exist and be exercised.

“Hotlines” that exist on paper but are unused, distrusted, or vulnerable to disruption are not
sufficient. A state contemplating kinetic strategic launch would need an adversary relationship
in which real-time communication is normal, redundant, and resilient—even under cyber stress,
satellite disruptions, and domestic political turbulence. The relevant question is: when the
launch is detected, can leaders speak quickly and credibly enough to reduce worst-case default
behavior?

Notification regimes must be routine and credible.

Advance notification can reduce surprise, but only if it is embedded in a habit of reciprocity. If
notifications are rare, they will be interpreted as manipulative. If notifications are frequent and
verified by observation over years, they can become stabilizing. This is why peacetime norms
matter: crisis innovations are not trusted.

Verification practices must make payload claims believable enough.

No state will allow an adversary to “inspect” its strategic warheads in the most sensitive sense,
but there are intermediate verification tools: agreed counting, monitored conversion, tagged
payload canisters, and established inspection procedures for declared non-nuclear
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configurations. The minimum precondition is that the adversary believes it can detect cheating
quickly enough that cheating is not an attractive gamble.

The political relationship must be below a certain hostility threshold.

This is an uncomfortable requirement, but it is real. When relations are severely hostile, states
interpret moves through maximal suspicion. In that environment, kinetic strategic launch
becomes a provocation even if it is meant as restraint. Therefore, the framework must include a
“hostility veto”: if relations are near-war or high paranoia, do not add ambiguous strategic
launch events to the mix.

Third-party expectations must be managed.

In modern crises, allies, partners, and rivals watch and react. If a kinetic strategic launch would
panic allies, split coalitions, or trigger third-party readiness changes, it may be strategically
counterproductive even if the direct adversary is reassured. So the precondition includes
alliance consultation and clear public doctrine that prevents surprise to one’s own side.

These preconditions are stringent. The simplest way to state them is: kinetic strategic launch is
only thinkable if the relationship already has a stability architecture that makes interpretation
fast and credible. Most adversary pairs do not.

11.2 Technical guardrails: payload signatures, launch profiles, separation cues

Assume, for the sake of argument, that political preconditions exist. The next requirement is
technical guardrails designed to reduce ambiguity in the earliest and most dangerous minutes.
The idea is to build “interpretability” into the system—not as a marketing claim, but as an
engineered constraint.

Distinct payload signatures

A state could attempt to make conventional kinetic payloads observably different from nuclear
payloads through external cues: mass properties that alter trajectory characteristics, unique bus
behavior, or consistent deployment patterns. The goal would be to create a “signature” that
early-warning analysts can learn over repeated exercises and tests.

However, there is a built-in tension: signatures can be faked. If the signature is what convinces
the adversary it is conventional, then an attacker could mimic that signature with a nuclear
payload to gain surprise advantage. Because the adversary must consider that possibility, the
signature cannot be a complete solution. Still, signatures can reduce uncertainty at the margin if
embedded in a verified regime.

Launch profiles designed for early discrimination

A state could adopt constrained trajectories that make target class more quickly inferable. For
example, profiles that clearly do not support intercontinental reach, or that stay within a
predictable corridor. The problem is that operationally useful systems often prefer flexibility.
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Constraining profiles reduces military utility. That tradeoff is the point: if you want stability, you
must accept performance loss.

Separation cues and object count constraints

Multiple objects and decoys amplify ambiguity. A guardrail might therefore prohibit decoys or
penetration aids for conventional strategic launches, limit the number of reentry objects, or
require separation patterns that are distinct and easily interpreted. Again, this reduces
operational effectiveness. But the purpose is to avoid the signature of a nuclear penetration
package.

Telemetry disclosure and cooperative monitoring

In a more cooperative environment, states could share limited telemetry or provide real-time
data that confirms profile and payload class. This is essentially a cooperative confidence-
building measure. It can help only if it is routine, reciprocal, and technologically resilient. In a
cyber-contested environment, adversaries may doubt the data or suspect spoofing.

Geographic constraints and basing separation

One of the strongest technical-structural guardrails is to keep conventional strategic launch
systems physically separate from nuclear ones: different missile types, different basing areas,
different patrol patterns, different command chains. Even if the booster class is similar, physical
separation helps interpretation and reduces entanglement.

But this immediately undercuts the “just use Trident” convenience. If you create separate
systems, you are conceding that shared launchers are too ambiguous. That concession is the
argument of the paper in another form.

The technical guardrails therefore illustrate a broader truth: the more you try to make kinetic
strategic launch safe, the more you must constrain it until it stops looking like the original
proposal.

11.3 Doctrinal guardrails: declaratory policy and “no first strategic launch” norms

Even with technical and political measures, doctrine matters because doctrine is what
adversaries plan against. A state may claim it will use a capability only in extreme cases, but if
that claim is not credible, it does not stabilize.

Declaratory policy must be clear and binding enough to shape interpretation.

This is rare in national security, but necessary here. A credible doctrine might state that strategic
ballistic launches will not be used for conventional missions except under specified conditions,
with explicit notification procedures, and with constraints on payload and profiles. The doctrine
must be stable across administrations to be believed.

49



“No first strategic launch” as a norm

A particularly strong guardrail would be a norm that in a conventional conflict, neither side will
be the first to conduct a strategic ballistic launch, even with conventional payloads. The logic is
that the first strategic launch is the one most likely to be misinterpreted and most likely to
trigger crisis instability. If both sides treat that as a red line, stability increases.

The difficulty is enforcement and credibility. In crises, each side fears the other will cheat first. If
the norm is not underwritten by verification and history, it becomes empty.

Segregated command authority

If conventional strategic launch exists, it must not be authorized through casual conventional
pathways, nor should it contaminate nuclear authorization pathways. One option is to require
the same high-level political authorization as nuclear use—effectively making it a “strategic act”
regardless of payload. This increases friction and reduces responsiveness, which again reveals
the core trade: stability requires slowing down.

De-escalatory intent must be structurally signaled

Doctrine could require that any conventional strategic launch be paired with explicit de-
escalation communication: offering talks, clarifying limited aims, and publicly reaffirming
nuclear restraint. This may not persuade an adversary in a highly hostile environment, but it can
reduce third-party panic and alliance fracture.

In sum, doctrinal guardrails attempt to keep the capability from becoming routine. The more
routine it becomes, the more it erodes the stability boundary.

11.4 The sobering conclusion: rare cases, high burdens, slim margins
When the framework is applied honestly, the conclusion is not “never,” but “almost never.”

The rare cases where kinetic strategic launch might be considered are those where:

e The adversary relationship has robust, exercised crisis communications and a history of
reciprocal notification.

¢ Verification practices exist that make payload-class commitments credibly observable.

¢ The operational need is extraordinary—time-critical, high-consequence, and not
achievable by less ambiguous means.

e The launch can be constrained in profile, object count, and basing such that early
discrimination is materially improved.

o Doctrine is stable and credible enough that the adversary believes the use is exceptional,
not a pathway to routine coercion.
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Even then, margins are slim because the system must still survive the core nuclear-age problem:
detection is faster than interpretation. At best, guardrails reduce uncertainty; they do not
eliminate it. And because the downside of misinterpretation is catastrophic, “reduction” may
not be enough.

This sobering conclusion is the logic that has repeatedly pushed the United States toward
alternatives: hypersonic boost-glide systems on non-strategic launchers, theater-range
solutions, bombers and cruise missiles, and other conventional strike tools whose use does not
look like the opening move of nuclear war.

So the framework functions as a disciplined answer to the temptation. If a state feels drawn to
kinetic strategic launch because it looks like a clever payload swap, this section shows the real
price: you must build a political and technical interpretability regime around it, constrain its
operational freedom, and accept that even then it remains a high-tail-risk instrument. In most
real-world adversary relationships, that is too high a burden for too small a gain.

The final section can now close the argument with clarity: the strategic conventionality of a
payload is not what matters most; the strategic conventionality of the launch channel is. And in
the nuclear age, that channel is the hardest thing to conventionalize.

12. Conclusion: The Conventional Payload That Still Casts a Nuclear Shadow

The point of this paper has been simple to state and hard to live with: you can change what is
inside the nosecone without changing what the launch means. A kinetic penetrator may be
“conventional” in material composition, but when it rides on a strategic ballistic launcher, it
travels through a signaling channel built for nuclear war. That channel has its own grammar:
early-warning alarms, compressed decision windows, worst-case defaults, alliance panic
dynamics, and treaty-era counting logic. In that grammar, “conventional” does not automatically
mean “non-strategic,” and “non-explosive” does not automatically mean “non-catastrophic.”

The debate is therefore not a quarrel about tungsten or about how many megajoules arrive on
target. It is a debate about whether states should normalize the most nuclear-coded act in
modern geopolitics—the launch of an ICBM or SLBM—as a tool for conventional coercion. The
answer that emerges, if stability is taken seriously as both strategy and morality, is that this is
almost always a bad bargain. The operational gains are real but narrow. The interpretive risk is
systemic and cannot be engineered away by one side acting alone.

12.1 Why “launch is the message” in nuclear-era geopolitics
In a pre-nuclear world, weapon meaning was mostly local: you saw the battlefield effect and
inferred the weapon’s character from the crater, the blast, and the casualties. In the nuclear era,
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weapon meaning begins earlier, before impact, at the moment of detection. That is the first
decisive change: launch has become part of the weapon.

A strategic ballistic launch is an information event with global consequences. It is detected
quickly and treated as potentially existential. It activates procedures and instincts that were not
built for nuanced payload discrimination. It is not interpreted as “a fast delivery truck.” It is
interpreted as “the opening move of the worst war.” That interpretive habit is not a defect; it is
a rational adaptation to a world where waiting too long can be fatal.

This is why “launch is the message.” The message is not only sent to the target. It is sent to
every nuclear-armed state that can see the trajectory, to every ally that fears the ladder, to
markets that price catastrophe, and to publics that know the difference between a missile and
an artillery shell. Even if the missile is aimed at a regional adversary, the signal travels on
strategic channels and becomes everybody’s problem.

Once this is grasped, the core thesis snaps into focus: payload conventionality does not imply
strategic conventionality. A conventional payload can still be strategically destabilizing because
the launch signature is strategic. The message is in the act, not only in the contents.

12.2 Oreshnik’s lesson for everyone: signaling can be the main weapon

Whether one views Oreshnik as a technical breakthrough or as a curated spectacle, its most
important function in this discussion is illustrative. It shows how a nuclear-capable system can
be used—or showcased—in a way that coerces without detonating nuclear yield. That is not a
minor tactical detail; it is a strategic template.

The lesson is that signaling effects can dwarf physical effects. A single high-salience event can
alter alliance behavior, induce caution in third parties, reshape domestic narratives of strength,
and compress the opponent’s decision time. Even when the crater is smaller than the political
shockwave, the political shockwave can be the point.

Oreshnik also demonstrates the dangerous symmetry in this strategy. If one side learns that
nuclear-capable conventional use yields coercive leverage, other sides learn it too. The
temptation spreads. The norm against strategic launch in conventional war erodes. The world
becomes more accustomed to nuclear-coded events occurring inside “ordinary” conflicts. That
normalization may be the most destabilizing result of all, because it increases the frequency of
the one type of event that nuclear-era governance most needs to keep rare and unambiguous.

So the deeper lesson is not “copy the system.” It is “understand the signaling economy.” If
strategic missiles can be used as instruments of intimidation without crossing the detonation
line, then the principal danger becomes doctrinal contagion: the spread of ambiguous strategic
signaling as a standard coercive tool. The paper’s warning is aimed as much at that norm shift as
at any specific hardware configuration.
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12.3 A disciplined end state: fast conventional strike without strategic ambiguity

The policy end state implied by this analysis is not pacifist and not technologically anti-modern.
It is disciplined. It says: pursue fast conventional strike, but pursue it in ways that do not require
the world to guess what a strategic launch means.

This end state has several practical components.

First, prioritize conventional strike systems whose signatures are legible as conventional. That
means platforms and trajectories that do not mimic the nuclear triad’s most sensitive channels.
It means accepting that some speed can be sacrificed to preserve interpretive clarity and to
lengthen decision time.

Second, build promptness through systems that are structurally segregated from nuclear forces.
If a state wants a “prompt global strike” capability, it should prefer architectures that do not
share launchers, patrol patterns, or command pathways with nuclear systems. The more a
conventional capability is physically and procedurally separated, the less it contaminates
deterrence stability.

Third, treat ambiguity reduction as a design requirement, not as a public relations claim. If a
system’s use could be misread as nuclear in the critical window, that is not a small technicality;
it is a defining hazard. Designing for stability means designing for interpretability, and that often
means constraining the weapon until it becomes less operationally perfect—because stability is
itself the operational requirement at the civilizational scale.

Fourth, keep the nuclear firewall conceptually intact. This does not mean pretending
conventional war is safe. It means resisting doctrines that make nuclear-coded signaling routine.
The firewall is not perfect, but it is one of the few norms that lengthen decision time and reduce
worst-case reflexes. Maintaining it is a strategic responsibility and, in this paper’s argument, a
moral obligation.

Finally, insist on governance: doctrine, safeguards, and public accountability for world-changing
risks. Decisions that intentionally inject conventional missions into strategic launch channels are
not merely military procurement choices. They are decisions about whether to make civilization
live closer to the edge.

The disciplined end state can be summarized as a principle: achieve conventional effectiveness
without making nuclear interpretation the price of admission. That will never be a perfect
solution. But it is the best way to avoid the central pathology of the kinetic strategic missile
temptation: gaining a narrow operational advantage while increasing the probability of
catastrophic misunderstanding.
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The nuclear shadow is not cast by explosives or by tungsten. It is cast by the launch channel. If
the nuclear age has taught anything, it is that the safest way to reduce that shadow is to keep
strategic launch rare, unambiguous, and reserved for the deterrent role it was built to play—
even when technology offers alluring ways to bend the tool toward conventional ends.
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